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Executive Summary 

The European Commission CEF funded project SLAIN (Saving Lives Assessing and Improving TEN-T road 

Network safety) aims to extend the skills and knowledge base of partners in performing network-wide 

road assessment. The European Road Assessment Programme (EuroRAP) is the overall Project 

Coordinator of SLAIN with partners: Anas, FPZ, RSI Panos Mylonas, RACC-ACASA, DGT Spain, SCT and 

TES (both Spain (Catalonia)) and iRAP. 

The main areas to be covered within the SLAIN project are: 

• The demonstration of a methodology of network-wide assessment. 

• The assessment of the Safety Performance Management of the TEN-T core road network and, 

if possible, beyond, in four European countries: Croatia, Italy, Greece and Spain where road 

surveys (10,000 km of mapping) will be performed. 

• Proposals for section-specific, economically viable crash countermeasures designed to raise 

infrastructure quality to achieve significant reductions in severe injuries and deaths. 

• Review of some relevant factors associated with the preparation of the readiness of Europe’s 

physical infrastructure for automation. 

This report contains both Deliverable 7.3 and 7.4. Deliverable D7.3 provides a self-contained, thorough 

description of an automatic iRAP road-safety attribute coding methodology for network-wide road 

assessment. It also gives a review of the iRAP attribute set definitions, and introduces important 

concepts from artificial intelligence and deep learning. 

Deliverable D7.4 provides a principled evaluation of the described automatic attribute coding 

methodology. It also considers different ways in which the developed automatic coding methodology 

can improve the attribute coding process. 

These deliverables present the work and methodology undertaken to manage the outputs of the Grant 

Agreement related Activity 7 - Task 7.6 and its subtasks (7.6.1, 7.6.2, 7.6.3, 7.6.4 and 7.6.5). 

The main activities, findings and results are summarised below: 

• Even though computer vision methods have been applied to extracting semantic information 

from traffic scene images and video in various ways (e.g. traffic sign detection, traffic scene 

segmentation), there have not been any approaches that tackle iRAP road-safety attribute 

classification in an end-to-end manner, directly from the input data. Other approaches for iRAP 

attribute classification use learning-based approaches to solve and intermediary problem (e.g. 

object detection and semantic segmentation of the traffic scene) and then use a rule-based 

system to code attribute values from the results of the intermediary problem. This requires 

much more richly annotated data compared with the approach outlined in this report (object 

detection and segmentation require annotations of bounding boxes and pixel-level masks, 

while the approach outlined here only requires only the annotation of image-level classes), 

meaning a slower and more tedious data collection process. There are other advantages to 

using end-to-end deep learning approaches, and they are described in this report. 

• It has been shown that multi-task learning can be used to train only one neural network to 

solve multiple road-safety attribute classification problems successfully. Having one model for 
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multiple attributes is advantageous because it saves time and memory both during training 

and during inference on unseen data. Efficient inference is especially important since one 

potential future direction is to incorporate automated road-safety assessments systems into 

vehicles to provide feedback in real time. 

• Since road safety infrastructure features can vary significantly in 100-metre segments, a finer 

granularity of attribute coding (10-metre segments) is beneficial, especially for learning-based 

approaches. It gives a much richer learning signal (important for deep learning models) and 

gives less noisy predictions for longer segments (e.g. 100-metre segment can be coded by 

aggregating ten 10-metre coded segments). 

• In the context of deep learning paradigms, transfer learning enables us to use the computer 

vision knowledge stored in the parameters of large neural networks that were trained to 

understand general images on much bigger datasets. Initializing the feature extractor part of 

the neural network with parameters learned on ImageNet (a dataset of more than a million 

images) instead of using random initialization significantly increases the performance of the 

model on the attribute coding task. Furthermore, initializing the same part of the network with 

parameters of a network that had been first initialized on ImageNet, then trained to do 

semantic segmentation on a large-scale traffic scene dataset Vistas, gives an additional, 

significant, performance boost to the model in this task.¸ 

• Analyses of multiple acquired datasets showed that class imbalance is a serious issue that 

affects many of the attributes across datasets. In other words, it is the case for many attributes 

that a large majority (sometimes more than 90%) of road segments in a given dataset will 

belong to the same class (i.e. will be coded with the same attribute value) of that attribute, 

with other classes being underrepresented. This causes problems when training deep learning 

models, since it is hard for them to learn to recognize phenomena that occur infrequently. 

Dataset imbalances can also be problematic when evaluating any automated coding approach 

(not just learning-based approaches), since the popular, naive performance metrics used by 

default, such as accuracy, can hide poor performance on infrequent classes. Even trivial 

classifiers - e.g. one that automatically classifies every road segment in the dataset into the 

majority class of a particular attribute, without looking at the segment at all - can get 

accuracies of 99% if that is the portion of the dataset that the majority class accounts for. Thus, 

it is advisable to use a strict metric that gives equal importance to all classes, like macro-F1. 

• Since learning-based approaches are generally not suited for capturing long-range 

dependencies, it might be advantageous to define road safety attributes in a way that they do 

not depend on large spatio-temporal context. In other words, it would be ideal if a small, 

neighbouring context around a particular segment contained sufficient information to 

successfully code all of its attributes. 

• A conceptual analysis of the current iRAP attribute set yielded the conclusion that some 

attributes that capture multiple different road infrastructure features might be decoupled and 

meaningfully divided into conceptually simpler attributes tackling one feature at a time. 

• Regarding data acquisition for the purposes of any learning-based approach, the importance 

of data labelling, or data annotation (or in the context of iRAP road-safety assessment - manual 

coding) has to be emphasized, since supervised learning is still the most popular area of 
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machine learning. Large amounts of unlabelled data can often be acquired quickly (vehicle-

mounted camera recording, street view, satellite imagery, ...), but the process of labelling that 

data with ground-truth semantic info (correct classes, object bound boxes, pixel-level 

segmentation labels, ...) is much more important (and usually also much more time-

consuming). Thus, as mentioned previously, the manual coding of iRAP attributes on large 

parts of the road networks in Croatia and Bosnia and Herzegovina performed by trained 

experts at FPZ was crucial in the development of the methodology. This point should be taken 

into account in general when evaluating data acquisition proposals and the usefulness of 

different datasets. 

• Regarding the time requirements for the manual coding of different attributes, the coding 

process performed at FPZ was measured and average time (in minutes per kilometre) to code 

each attribute was obtained. Time distribution was very non-uniform, resembling a power-law 

distribution, with the 9 (out of 52) most time-consuming attributes taking up 46% of all coding 

time, followed by a long tail of the remaining attributes. As expected, the most time-

consuming attributes are the ones that had been deemed conceptually, and shown 

experimentally, to be amongst the hardest ones to solve. Namely, they are the road severity 

attributes, various intersection-related attributes, and pedestrian crossing facility attributes. 

This information should be taken into account when choosing which attributes to prioritize 

when developing an automated coding system. 

• Deep learning approaches on point-clouds are not as researched and established as computer 

vision approaches, partly due to it being a new area of research and partly due to the unique 

challenges faced by the processing of point clouds with deep neural networks. There does not 

seem to be a consensus regarding the optimal input data representation (point-cloud, depth 

images, volumetric grids, ...), nor are there as many ready-to-use pre-trained models that could 

be used as robust feature extractors and fine-tuned on the team’s smaller, specific tasks. It is 

likely that these and other problems will be solved in the future, as the field matures. 

• Task 7.6 required a sequence of steps to be undertaken, including data acquisition (recording 

georeferenced point-cloud data) on more than 500 km of roads, data pre-processing 

(colourizing and slicing the point-clouds), data annotation (manual coding), researching and 

developing a deep learning approach for point-cloud classification, training and evaluating the 

approach, and producing a report that describes the whole process and a general methodology 

of automated attribute coding. Developing a serious automated coding methodology based 

on point-cloud data would require thorough research and developing an expertise in this 

relatively new field of deep learning. It would require substantially more time than was 

available. Considering this, the approach that was taken was to tackle point-cloud data using 

deep learning methods and to transform and adapt the data to be processed analogously to 

the previously developed image-based approaches. This point-cloud approach did not yield 

significant improvements compared with the image-based approach, even when the two 

approaches were used in conjunction. 
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1 Objectives  

1.1 SLAIN project objectives 

The European Commission CEF funded project SLAIN (Saving Lives Assessing and Improving TEN-T road 

Network safety) aims to extend the skills and knowledge base of partners in performing network-wide 

road assessment. The European Road Assessment Programme (EuroRAP) is the overall Project 

Coordinator of SLAIN with partners: Anas, FPZ, RSI Panos Mylonas, RACC-ACASA, DGT Spain, SCT and 

TES Spain (Catalonia) and iRAP.  

The main areas to be covered within the SLAIN project are: 

• The demonstration of a methodology of network-wide assessment. 

• The assessment of the Safety Performance Management of the TEN-T core road network and, 

if possible, beyond, in four European countries: Croatia, Italy, Greece and Spain where road 

surveys (10,000 km of mapping) will be performed. 

• Proposals for section-specific, economically viable crash countermeasures designed to raise 

infrastructure quality to achieve significant reductions in severe injuries and deaths. 

• Review of some relevant factors associated with the preparation of the readiness of Europe’s 

physical infrastructure for automation. 

1.2 SLAIN Activity 7 objectives 

The objective of SLAIN Activity 7 is to perform a three-part study to show readiness of physical 

infrastructure for automation. Figure 1 shows the Activity 7 tasks. 

 

Figure 1 SLAIN Activity 7 tasks 

1.3 Aim of deliverables D7.3 and D7.4 

Deliverables D7.3 and D7.4 present the work (and methodology) undertaken to manage the outputs 
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of the Grant Agreement related Activity 7 - Task 7.6 and subtasks 7.6.1, 7.6.2, 7.6.3, 7.6.4 and 7.6.5. 

The tasks are listed in the following paragraphs. 

1.3.1 Task 7.6: Automatic coding of the network for network-wide road assessment 

Task 7.6 will review automating the encoding work, with particular respect to the 52 attributes 

collected as part of the iRAP protocols. It will provide a review of what is currently available and where 

benefits may be achieved in automating rating of head-on crashes (coding types of median protection), 

run-offs (hazards and protection) and intersection layout (potentially from mapping). The geographical 

scope of the review is focused on the use of such vehicles on roads of the Member States of the 

European Union.  

1.3.2 Subtask 7.6.1: Combining Inventory Data with iRAP database definition of attributes 

The Laser Imaging Detection and Ranging (LIDAR) data will help detect automatically many road safety 

features of the iRAP protocol, and dramatically increase the precision of their collection (distance to 

objects, lane width, etc.). Ultimately this will help increase the quality of the calculated star ratings, 

(led by FPZ supported by Anas - the latter with a view to applying the Croatian example in Italy). The 

geographical scope of the exercise is focused on Croatia. 

1.3.3 Subtask 7.6.2: Validation 

The sub-task assesses the results using LIDAR technology compared with previous star ratings made 

without it, validates to which extent the difference between them helps increase the accuracy of the 

star ratings. Also it will be assessed, if it is possible to replicate in other TENT Core Road Networks, 

specifically in Italy. 

1.3.4 Subtask 7.6.3: Analysis of the current datasets available 

The subtask is performed at University of Zagreb and at Anas General Direction for road management 

is aimed at identifying the existing databases that can be used combined with LIDAR data for 

automatically coding road features and eventually calculating the Star Ratings. (Partner: led by FPZ and 

Anas). The geographical scope of the analysis is focused on Croatia. 

1.3.5 Subtask 7.6.4: Develop algorithms 

The subtask will include the production of the algorithms that will identify and combine existing 

datasets (produced by LIDAR and others) in order to automate road coding. The geographical scope of 

the subtask is focused on Croatia. 

1.3.6 Subtask 7.6.5: Develop a new proposal for automated road coding μ 

The subtask defines the methodology that allows for the automatic completion of road attributes, 

which will help reduce errors and timings in the coding process, (led by EuroRAP and FPZ). The 

geographical scope of the proposal is focused on the EU. 

1.4 Structure of this report 

Both deliverables - D7.3 and D7.4 - are combined and presented in this report. This is primarily because 

there is significant overlap between the two deliverables. 

Chapters relevant for the deliverables are: 

• Chapter 2: Introduction    D7.3 and D7.4 
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• Chapter 3: Overview of iRAP Attributes   D7.3 and D7.4 

• Chapter 4: Deep Learning and Computer Vision   D7.3 and D7.4 

• Chapter 5: Learning on Imbalanced Datasets   D7.3 

• Chapter 6: Proposed Automated Coding Methodology   D7.3 and D7.4 

• Chapter 7: Available Datasets    D7.3 

• Chapter 8: Results     D7.4 

• Chapter 9: Improvements Achieved with an Automated Coding Methodology D7.4 

• Chapter 10: Conclusion    D7.3 and D7.4 
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2 Introduction  

With more than 1.35 million people killed on roads throughout the world each year and up to 50 million 

suffering serious injuries, road traffic crashes are among the world's most significant public health and 

injury prevention problems [1]. They are now the number 1 cause of death for young people aged 5 to 

29. Experts estimate that in the next decade a staggering 500 million people will be killed or seriously 

injured in road traffic crashes if nothing changes. 

United Nations Road Safety Collaboration partners have produced the Ten Step Plan for Safer Road 

Infrastructure. It aims to provide support to countries seeking to implement initiatives in relation to 

the “Improved safety of road infrastructure and broader transport networks” [2]. 

The Global Road Safety Performance Targets agreed by UN Member States outline priority actions in 

support of those UN Sustainable Development Goals that will benefit from improved road safety. 

Targets 3 and 4 set the objective that: 

• by 2030, all new roads achieve technical standards for all road users that take into account 

road safety, or meet a three-star rating or better (Target 3); 

• by 2030, more than 75% of travel on existing roads is on roads that meet technical standards 

for all road users that take into account road safety. 

The Safe System Approach to road safety is a holistic view which provides a framework to assess, guide 

and improve travel safety. At the core of this is the need for responsibility for reducing risk to be shared 

by road users and those who design, maintain and operate all parts of the road transport system [3]. 

A safe system benefits all road users and has four essential elements: 

• Safe Road Use (behaviour) 

• Safe roads and roadsides 

• Safe Speeds 

• Safe Vehicles 

One of the guiding principles of creating a safe system is creating a forgiving road system, so that when 

crashes do happen, deaths can be avoided and injuries minimised. 

Improvements in traffic infrastructure and road safety engineering decrease the risk and severity of 

crashes. Introduction of safe roadsides, sidewalks, pedestrian crossings, bicycle paths and other road 

safety attributes results in fewer road deaths and injuries. Roads are not only there for us to drive on 

them, but also to protect us when we make mistakes, so that those mistakes do not become fatal. In 

the Safe System approach, infrastructure reduces risk of collision and the impact in the event of 

collision. 

There are roughly 80 million kilometres of roads in the world. Not all roads carry the same risk. 

Examining the distribution of road fatalities across the roads in a typical country gives some insights. 

Looking at statistics from a wide range of countries, one can observe a skewed, heavy-tailed, Pareto-

like distribution which shows that 50% of fatalities occur on just 10% of roads.   

To prioritize efficiently and improve those roads that have the highest crash saving potential, roads 

need to be assessed and infrastructure deficiencies identified. 
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The International Road Assessment Programme (iRAP) is a registered charity [4]. It aims to eliminate 

high-risk roads throughout the world. This is done with the help of the iRAP star rating - a robust, 

evidence-based approach for road-safety assessment [5]. 

The iRAP Star Rating is a simple and objective measure of the in-built safety of the road, with 5-star 

roads being the safest and 1-star roads the most unsafe. 

It is a multiplicative mathematical model that considers these 4 factors: 

• Likelihood -- Likelihood of crash initialisation 

• Severity – The severity of a crash when it does occur 

• External flow influence -- The influence of  vehicle flow to the individual road users risk. 

• Operating speed 

Broadly speaking, every extra star rating results in a halving of crash cost in terms of the number of 

people who are killed and seriously injured. 

The rating is produced by calculating the Star Rating Score for each 100-metre road segment and then 

averaging over longer lengths [6]. The Star Rating Score is calculated from 52 attributes (or risk factors) 

for a particular road segment [7]. According to iRAP terminology, assigning values to road segment 

attributes is denoted as attribute coding.  

Safer Road Investment Plans (SRIPs) are based on changing the attributes collected during star rating 

to reduce road fatalities and serious injuries and calculating the economic benefits of these changes. 

The change to the attributes is termed a countermeasure. Countermeasures generally involve 

investment in engineering projects which will change the infrastructure of a road and reduce the risk 

to the road users. 

iRAP attributes are discussed in detail in the next chapter, particularly from an automated coding 

perspective. A few potential problems are described, amongst which are:  

• attributes with many fine-grained classes that have few examples 

• attributes that capture multiple mutually independent road safety features at once 

o any such attribute might be broken up into multiple attributes, each capturing only 

one feature 

• attributes that are vague or subjective and the problem of coding them consistently across 

segments 

• attributes that encode state versus attributes that encode transitions between states. 

iRAP attributes can be assessed with on-site surveys by teams of experts [8]. However, off-line 

operation can be advantageous due to the opportunity to perform repeated assessments [9], [10]. 

Currently, most off-line assessments are performed manually by trained experts who code attributes 

by annotating georeferenced video or point-cloud data, collected by car-mounted cameras and LiDAR 

sensors. 

Even though Star Rating Scores are produced for 100-metre segments, every 10-metre segment of all 

the roads were coded in this task. That gives a more richly annotated dataset, which is crucial for any 

data-driven approach to automating the coding process, and also produces a more reliable 100-metre 
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score by aggregating attribute values of 10 segments. 

Though faster and cheaper than live surveys, manual off-site assessment is still expensive, time-

consuming, and prone to error. 

Although a substantial amount of research has been directed towards automatic inspection of traffic 

infrastructure, such as traffic sign [11] and road markings detection [12], there have been only a few 

attempts to automatically recognize road-safety features in video [8], [9], [10]. 

As opposed to human coders, automatic coding is objective and consistent through time. It benefits 

from more data, so it keeps improving as more roads are coded. It can also be used as an internal 

validation tool for human coders. It can also potentially speed-up manual coding by pre-coding a video 

that an expert coder only needs to check and verify [13]. 

Since the most popular modern approaches to automate image and point-cloud recognition are data-

driven and based on machine learning, and since the most popular machine learning paradigm is 

supervised learning, which requires (usually manually) annotated data, the availability and future 

collection of manually coded road segments is crucial for attribute coding automation. 

Computer vision methods have blossomed in recent years mostly due to advances in machine learning. 

More specifically, with the advent of deep learning, the past few years have seen a resurgence of 

neural network based methods. The specific category of neural networks with implicit assumptions 

and priors that proved suitable for computer vision are convolutional neural networks. 

Point-cloud based deep learning is a newer, less researched and more challenging field. There are 

multiple different ways of representing point-cloud data and different neural architectures to process 

it, but the field has not yet experienced a significant breakthrough, and thus has not settled on a 

definite combination of data representation and neural network architecture. That is one of the 

reasons why, as described later in this report, the team has tackled point-cloud data by projecting it 

onto 2D planes and rasterizing it, translating it into the domain of computer vision where the team has 

expertise.  

The problem of automatic attribute coding has been approached through a multi-task machine 

learning approach [14]. The model recovers shared features from input data (image or point-cloud) by 

leveraging a convolutional backbone [15], [16] and a pooling module [17]. The shared features are 

concatenated and given to per-attribute classifiers. 

The model separately classifies all 52 attributes. Some approaches try to go even further by directly 

predicting the Star Rating Score of a road segment. The team have avoided directly inferring the star 

rating in order to preserve the explainability of their model's decisions. The Star Rating Score can be 

calculated directly from attribute values. The team did not want to encumber their model with the 

additional task of learning a formula that is already known. 

The datasets that were used to develop the methodology consist mainly of motorways in Croatia and 

rural and urban roads in Bosnia and Herzegovina. Examples of running the trained models on 

unannotated samples of Italian and Spanish roads have also been included.  

The team analysed the datasets and encountered problems that do not occur in most academic 

datasets. 

The attribute set is varied and each attribute can have its own set of peculiarities, but one issue that 

seems to permeate many attributes across different datasets, is the problem of class imbalance. Some 
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attributes can have more than 90% of all examples in the dataset belonging to just one single class, 

while all other classes have very few or no examples. This is not a desirable phenomenon, especially 

when using machine learning approaches that thrive on large quantities of highly-varied data. There 

are mechanisms that were employed to deal with this problem and it is really important to be aware 

of them when evaluating different approaches to automatic coding. If one were to use popular naive 

performance metrics, like accuracy, even a trivial approach that would always classify any example 

into the majority class could get an accuracy score of over 90%. Thus, bad classifiers might look 

deceptively good if more advanced metrics are not employed. 

To evaluate the performance of their models, the team set up experiments on unseen parts of the 

dataset. Various combinations of backbones, loss functions, input types, input sequence lengths, 

image dimensions were tested and the impact of colour jittering was explored. The team evaluated 

the contribution of each design decision that they varied in experiments. They showed per-attribute 

results of their best model and expressed them in terms of standard accuracy and a more strict metric 

- macro-F1 - that gives equal importance to all classes. 

Building on the presented experiment results, manual attribute coding is discussed, its time 

requirements, and how it could be improved using an automatic coding methodology. It is noted that 

some attributes with high performance scores seem ready to be automated, while others can be 

problematic, due either to the lack of examples of certain classes (class imbalance) or to their general 

difficulty. 

The end of the report concludes by revisiting Task 7.6 and subtasks 7.6.1-5, summarising and discussing 

how each of the subtasks was addressed in the work. 
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3 Overview of iRAP Attributes 

All iRAP attributes are defined as classification problems, each with a fixed number of possible 

categories. The number of categories for a given attribute vary from 2 - for binary attributes, like street 

lighting (present or not), up to 17 - in the case of attributes Roadside severity – the type of object to 

be potentially struck for driver and passenger sides. For any given segment, only one category is coded 

as correct.  

Coding options for each attribute are listed in order of highest to lowest risk. Thus, if an attribute varies 

within a single 100-metre coding segment, the highest risk item - i.e. the one that appears first in the 

list of options for that attribute - should be coded. 

The commentary regarding certain attributes and general principles of forming meaningful categories 

are to be taken merely as suggestions and as offering a hopefully useful perspective on the issue. 

3.1 Categories of iRAP Attributes 

iRAP attributes are divided into seven categories: 

1. Attributes for road details and context 

2. Observed flow attributes 

3. Speed limit attributes 

4. Mid-block attributes  

5. Roadside severity 

6. Intersections 

7. Vulnerable road user facilities and land use 

3.1.1 Attributes for road details and context 

Most of these attributes contain metadata about the coding process (coder name, coding date, road 

name, etc.). The only attribute that can be coded is Divided carriageway - not an actual iRAP attribute, 

but one that can be derived from the attribute Carriageway label by grouping certain classes. Grouping 

attribute classes is covered later in the chapter. 

3.1.2 Observed flow attributes 

These attributes are obtained by counting or estimating appearances of various road users - 

motorcycles, bicycles, and pedestrians - in recorded segments. They are used in Star Ratings only 

indirectly, forming one part of the evidence used during the Star Rating analysis in estimating flows on 

each road segment. 

These kinds of attributes should probably be based on aggregated statistics measured in longer time 

intervals, since observing the traffic flow from a single survey vehicle video is bound to result in high 

variance estimates. 

3.1.3 Speed limit attributes 

These attributes are coded according to the speed limit, which has to be deduced from traffic signs 

and local regulations regarding road type and post-intersection policy. Later in the chapter, these 

attributes are mentioned related to the discussion of coding the state versus the transition between 
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states. 

There is one attribute in this category that does not code a speed limit - Speed management. It is 

concerned with the presence of infrastructure features that reduce the operating speed. 

3.1.4 Mid-block attributes 

Mid-block attributes make up the bulk of all coding work. They are concerned with objects on the road 

median (as opposed to objects on the roadside) and within the road surface itself. The category spans 

various attributes and could probably be divided into smaller, more meaningful categories. 

Some attributes, like Upgrade cost and Quality of curve, seem rather subjective and not that precisely 

defined.  

Another problem in the definition of some attributes is that they seem to unnecessarily combine 

orthogonal features in the same attribute, resulting in categories that are (nearly) cartesian products 

of different values of those features. For example, the attribute Skid resistance, which is supposed to 

capture the skidding resistance and texture depth of the road surface, covers two dimensions - 

whether surface grip is low (“poor”), medium, or adequate; and whether the road is sealed or 

unsealed. This results in the attribute having the following 5 categories: 

1. Unsealed - poor 

2. Unsealed - adequate 

3. Sealed - poor 

4. Sealed - medium 

5. Sealed - adequate 

The team feel that this attribute could have been divided into two - Sealed road (true/false) and Surface 

grip (poor/medium/adequate), possibly with the added condition that an unsealed road cannot have 

a medium surface grip. 

3.1.5 Roadside severity 

These attributes encode the most severe object on each roadside (passenger-side and driver-side), and 

their distances from the road. Even though two separate values are coded for each roadside - the type 

and the distance of the object that has the highest risk - the priority table [4] that determines which of 

the objects that appear on the roadside has the highest risk takes the two values jointly into account. 

The priority table is shown in Table 1. 

Table 1 Roadside hazards - listed from highest (#1) to lowest risk (#62) 

# Distance Roadside object 

1 Any Cliff 

2 0 to <1m Tree ≥10cm 

3 0 to <1m Rigid sign, post or pole ≥10cm 

4 0 to <1m Rigid structure or building 

5 0 to <1m Unprotected safety barrier end 
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# Distance Roadside object 

6 0 to <1m Low rigid object ≥20cm high 

7 0 to <1m Aggressive vertical face 

8 0 to <1m Deep drainage ditch 

9 1 to <5m Tree ≥10cm 

10 1 to <5m Rigid sign, post or pole ≥10cm 

11 1 to <5m Rigid structure or building 

12 1 to <5m Unprotected safety barrier end 

13 1 to <5m Low rigid object ≥20cm high 

14 0 to <1m Upwards slope – roll over 

15 0 to <1m Downwards slope 

16 1 to <5m Aggressive vertical face 

17 1 to <5m Deep drainage ditch 

18 0 to <1m Upwards slope – no roll over 

19 1 to <5m Upwards slope – roll over 

20 1 to <5m Downwards slope 

21 1 to <5m Upwards slope – no roll over 

22 0 to <1m Semi-rigid structure or building 

23 1 to <5m Semi-rigid structure or building 

24 5 to <10m Tree ≥10cm 

25 5 to <10m Rigid sign, post or pole ≥10cm 

26 5 to <10m Rigid structure or building 

27 5 to <10m Unprotected safety barrier end 

28 5 to <10m Low rigid object ≥20cm high 

29 5 to <10m Aggressive vertical face 

30 5 to <10m Upwards slope – roll over 

31 5 to <10m Deep drainage ditch 

32 5 to <10m Downwards slope 

33 0 to <1m Safety barrier – concrete 

34 5 to <10m Upwards slope – no roll over 

35 0 to <1m Safety barrier – metal 
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# Distance Roadside object 

36 0 to <1m Safety barrier – motorcycle friendly 

37 1 to <5m Safety barrier – concrete 

38 5 to <10m Semi-rigid structure or building 

39 1 to <5m Safety barrier – metal 

40 1 to <5m Safety barrier – motorcycle friendly 

41 0 to <1m Safety barrier – wire rope 

42 1 to <5m Safety barrier – wire rope 

43 ≥10m Tree ≥10cm 

44 ≥10m Rigid sign, post or pole ≥10cm 

45 ≥10m Rigid structure or building 

46 ≥10m Unprotected safety barrier end 

47 ≥10m Low rigid object ≥20cm high 

48 ≥10m Aggressive vertical face 

49 ≥10m Deep drainage ditch 

50 5 to <10m Safety barrier – concrete 

51 ≥10m Upwards slope – roll over 

52 ≥10m Downwards slope 

53 5 to <10m Safety barrier – metal 

54 5 to <10m Safety barrier – motorcycle friendly 

55 ≥10m Upwards slope – no roll over 

56 ≥10m No object 

57 5 to <10m Safety barrier – wire rope 

58 ≥10m Semi-rigid structure or building 

59 ≥10m Safety barrier – concrete 

60 ≥10m Safety barrier – metal 

61 ≥10m Safety barrier – motorcycle friendly 

62 ≥10m Safety barrier – wire rope 

These attributes are among the most challenging for a classifier to learn. There are  several reasons for 

this. First, there are a multitude of object classes, some of which are very similar to each other, thus 

hard to distinguish between. Second, the front dashboard camera captures only part of each roadside. 

That is why the team’s system operates on sequences of image frames. These sequences are 

assembled to contain frames from two preceding road segments, along with the current one, which 
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gives the models more spatio-temporal context to code the attribute. Third, various objects (houses, 

fences, trees) can appear on the roadside simultaneously, which complicates the estimation of the 

severity level for the road user. As has been mentioned, the iRAP coding manual requires that the 

coding for this attribute captures only the most severe object, which, coming from a machine learning 

perspective, is a very weak form of supervision [18]. 

Since only the most severe object is coded among all objects that appear on the roadside, and the 

severity itself is determined by a priority table on the basis of object’s type and distance, a model that 

correctly recognizes roadside objects present in the segment may get penalized if it wrongly decides 

on the most severe one of them. 

It might also be difficult for monocular recognition models to learn to regress metric distances without 

being explicitly instructed to do so. In general, such kind of inference can be learned, but it might 

require richer training data than simple detection of objects that define the visual class. 

Apart from the aforementioned roadside severity attributes, this class also includes the attribute 

“Shoulder rumble strip”. 

3.1.6 Intersections 

This category contains attributes such as Intersection quality and Intersection type, which are 

combined to evaluate the risk of an intersection [4]. Both of these attributes are difficult to recognise 

and interpret. Intersection quality includes several soft factors such as sight distance, which are not 

easy to learn. Intersection type contains 17 kinds of intersections, such as merge lane, roundabout, 

and railway crossing. These classes are well defined, but the many options both make it easy to miss 

the right answer and exacerbate the problem of class imbalance by spreading the already infrequent 

examples over many categories.  

The aforementioned problem of combining orthogonal features is also present, with the attribute 

capturing, among other things, the intersection layout (3-leg or 4-or-more-leg), presence of traffic 

signalisation in the intersection, and presence of protected turn lanes, resulting in these categories 

(which are a subset of all the categories of this attribute): 

• 4+ leg 

• 4+ leg with protected turn lane 

• 4+ leg signalised 

• 3 leg 

• 3 leg with protected turn lane 

• 3 leg signalised 

• 4+ leg signalised with a protected turn lane 

• 3 leg signalised with a protected turn lane 

The attribute Intersecting road volume is concerned with the average daily number of vehicles passing 

through the segment from the intersecting road. Similar to the discussion regarding observed flow 

attributes, it is not realistic to estimate this number from a few seconds of video that captures the 

particular intersection. The information to code this attribute is usually gathered from a different 

source or estimated by other means. 
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3.1.7 Vulnerable road user facilities and land use 

These attributes describe the presence of various facilities for pedestrians and cyclists, as well as the 

area type and land use at the segment.  

Another example of class imbalance can be observed with the attribute Pedestrian crossing - side road 

in the Bosnia and Herzegovina public roads dataset. As shown in Figure 2, the attribute is dominated 

by examples of the class No crossing that makes up 99,8% of the training set. Four other classes - 

Signalised crossing, Signalised crossing with refuge, Marked crossing with refuge, Marked crossing only 

- account for the remaining 0,2% of training set examples. The remaining classes - Refuge only, Marked 

crossing only, Raised unmarked crossing, Raised unmarked crossing with refuge, Raised marked 

crossing, Raised marked crossing with refuge have no examples in the dataset. 

 

Figure 2 Distribution of segments in the Bosnia and Herzegovina dataset over the possible classes of the attribute 

Pedestrian crossing - side-road 

 

3.2 General discussion 

This section contains a review of some of the general concepts mentioned when describing the 

attributes. 

As mentioned previously, some attributes have fine-grained classes of very low frequency. In such 

cases, one might try to group those rare, fine-grained classes into coarser ones, sacrificing the precision 

and specificity of the attribute for a more robust, reliable classifier, less hampered by class imbalance. 

It might be better to have fewer and coarser classes that are recognised at least to some extent, than 

to have more fine-grained classes on which the model fails completely because of too few examples. 
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As previously pointed out, some attributes encode multiple mutually independent road safety features 

at once. The set of classes of those attributes consists of (nearly) all combinations of different values 

of each feature. Such attributes might be meaningfully divided into multiple independent ones. This 

would result in attributes that are conceptually simpler and easier to distinguish, without any loss of 

information. Even from an automated coding perspective, it is desirable that each possible value of 

each feature is captured by only one class of one attribute. It would also contribute to mitigating the 

problem of class imbalance, since there would be fewer, more general, classes and examples would 

not be spread over specific combinations of multiple features. 

Certain attributes are more precisely defined and objective than others. In cases where an attribute is 

vague or subjective, it might be hard to manually code it across segments consistently since different 

coders might have different biases. One way to facilitate coding consistency is to have each attribute 

coded by just one coder (this does not include the random sample validation checks by other coders). 

Modern deep neural networks do not necessarily have a problem with recognising or classifying 

imprecisely or vaguely defined phenomena, since they can identify and correlate patterns with high 

levels of abstraction. It is more important that the attribute is consistently annotated throughout the 

dataset. 

The task of coding every iRAP attribute is formulated as a classification problem. This formulation 

assumes that different attribute values are distinct categories, that there is no natural ordering among 

the categories, or any notion of quantity or scale tied to any category. On the other hand, some iRAP 

attributes have values that encode quantities, with either integers or real values. This is the case for 

attributes like Number of lanes, Lane width, Roadside severity - distance, Curvature, to give only a few 

examples. It might be more suitable to define these kinds of attributes as classical or ordinal regression 

problems (depending on whether there is an absolute or only a relative ordering among the values), 

rather than classification problems. 

3.2.1 Spatio-temporal context 

When it is said that some attributes do not require a large spatio-temporal context, what is meant is 

that the information necessary to code them successfully for a particular segment is present in the 

image or point-cloud of that segment. Examples of this include attributes like Median type, Sidewalk, 

Paved shoulder, Road condition and others. Whether or not an automatic coding model can 

successfully extract it, the information to code all of them is contained within the recording of the 

segment that is being coded. 

In contrast with that, successful coding of some other attributes for particular segments, in general, 

requires information contained in recordings of segments that are very distant from the segment being 

coded. In other words, the visual cues required for the segments to be classified correctly are not found 

in the current segment or the nearby segments, but can be found in some segment that is far behind 

or in the front. 

For instance, the attribute Number of lanes captures the number of lanes in the direction of travel, not 

in both directions. Since most roads are 2-way roads, in most cases, if the model sees two lanes on the 

road, it will mean that there is one lane in the direction of travel. However, if it is a one-way road, it 

means that the correct coding of the attribute for that segment is that there are two lanes in the 

direction of travel. The problem is that the only visual cue that a one-way road is being dealt with i.e. 

the sign that signals it, can occur a few hundred metres before the segment under consideration. 

Without any other cars around, the model will not have any local visual cues to know this is a one-way 
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road. 

This is important to keep in mind when designing automatic coding approaches, but even more 

importantly, when designing the attributes themselves. Since it is, in general, very hard and costly to 

incorporate large contexts and model long-term dependencies with modern artificial intelligence 

approaches, it would be wise to try to tailor the attributes to depend as little as possible on information 

not local to the segment being coded.  

For the example with the attribute Number of lanes, perhaps it would be possible to have the attribute 

capture only the total number of lanes in both directions of travel, for which sufficient information is 

contained within the segment being coded, or in its narrow neighbourhood. Then numbers of lanes in 

specific directions of travel could possibly be determined from road metadata, or other sources. 
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4 Deep Learning and Computer Vision 

This chapter describes theoretical concepts from machine learning, deep learning that the proposed 

automated coding approach is based on. Since the main input modality are images - either RGB camera 

images or rasterized point-cloud projections - the concepts introduced here are described in the 

context of their application in computer vision. They are further exemplified on the task of automated 

coding of iRAP attributes. They will also be referred to in latter chapters that describe the actual 

proposed methodology. 

The field of computer vision has a number of different tasks and applications. Among others, they 

include image classification, object detection, and semantic segmentation. Image classification is the 

task of determining the category or class of an image, among a fixed set of classes. The task of object 

detection requires finding all instances of a set of considered object types (e.g. people, cars, traffic 

signs, ...) in an image, describing each instance with its class and bounding box. Semantic segmentation 

can be thought of as pixel-level classification, meaning that the goal is to assign a category to each 

pixel in a given image. The task of coding iRAP attributes is defined as a classification problem. Thus, if 

the chosen input modality for our automated coding methodology are images, then the task that needs 

to be solved is image classification. 

4.1 Machine Learning 

One view of pattern recognition is to say that the goal is to find a function that can map high-

dimensional, unstructured, raw, input data into a corresponding, task-specific, lower-dimensional, 

semantically meaningful value in the output domain. 

In recent years, the general direction of pattern recognition was to slowly move away from hand-

crafted, manually designed, algorithms to more data-driven approaches. 

Such approaches are characterized by having the mechanisms of pattern recognition encoded 

implicitly through, and emerging from: 

• the information already contained in the data 

• the information assigned to the data during the (usually manual) data annotation process 

• the architecture and design of the pipeline or sequence of parameterized data processing 

operations 

• the procedure by which the parameters of the operations are chosen 

The paradigm is to use free parameters to define a loose family of functions that map from the given 

input domain to the given output domain, and then find a way to transfer and encode the knowledge 

that is implicit in the data as a particular value of the parameters. 

From a high-level perspective, during the learning process, the algorithm should gradually adjust its 

parameters to be able to do process the input data in the following manner: 

1. it should identify and preserve patterns in the input data relevant to (correlated with) the 

desired output value 

2. conversely, it should learn to abstract away the superficial differences in the input data, 

learning to be invariant to the patterns in the input data that are not relevant to (not correlated 

with) corresponding values in the output domain 
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3. it should map the identified patterns into the correct values in the output domain 

The learning algorithm used as part of the proposed coding methodology takes raw RGB images as 

input, transforms them with a sequence of mathematical operations, producing a probability 

distribution over the possible classes for each attribute. The set of images corresponding to each road 

segment was annotated with correct values of all the attributes by human experts, implicitly storing 

the knowledge about road safety attributes into the dataset. The algorithm's task is to find (learn) 

values of each of its free parameters so that it successfully extracts and correlates patterns in the input 

images (e.g. a street lamp) with the correct attribute values (e.g. Street lighting: yes). In that case, the 

knowledge about road safety attributes will, to some extent, have been transferred from the dataset 

into the parameters of the learning algorithm. 

4.2 Deep Learning 

Computer vision methods have blossomed in recent years mostly due to advances in machine learning. 

More specifically, with the advent of deep learning, the past few years saw a resurgence of neural 

network based methods. 

A few key breakthroughs enabled these approaches to find immense application in various fields, such 

as image recognition, natural language processing, speech recognition, speech synthesis, etc. 

The collection of large annotated datasets, the advances in the GPU hardware and software libraries 

specialized for parallel computing, the development of programming frameworks that facilitate the 

implementation and training of neural networks, together with the discovery of novel neural network 

building blocks and optimization procedures all supported and contributed to the successes that deep 

learning based methods achieved on various machine learning benchmarks and competitions. 

The superiority of these new methods was evident, as the state-of-the-art frontline of more and more 

subfields of artificial intelligence became crowded with neural networks. This resulted in a steep rise 

in the popularity of deep learning methods, leading to even more advances in the field. Even after a 

decade, these advances have yet to be fully exploited and applied to different areas of science and 

engineering. 

Deep learning algorithms are a subset of machine learning, with some specific characteristics. 

Their pattern recognition function is composed of multiple processing steps that operate sequentially. 

Each of the steps is called a layer. The input to any layer is the output of the preceding layer, except 

for the first layer, which takes raw input data. 

This composition of operations can be viewed as a higher-order function. The composition of 

operations enables the latter processing layers to learn conceptually higher-level patterns by re-using 

and combining the lower-level patterns recognized by preceding steps. This seems favourable, since 

intuitively, in domains like visual perception, different high-level concepts seem to be just different 

combinations of the same low-level concepts. 

In contrast to that, shallow-and-wide learning algorithms need to separately learn the entire low-to-

high-level pattern recognition process for each particular concept, potentially wasting their capacity 

on learning the same concept multiple times, and with less learning signal. They do the pattern 

recognition from raw data to highest-level semantic info in just a single processing step, while a deep 

learning algorithm is a multi-stage decision process. 
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For example, recognizing the majority of iRAP attributes will require first recognizing simple, low-level 

patterns, like edges, in the whole image, with various lengths and orientations. These patterns can 

then be processed by subsequent layers to find higher-level patterns amongst them, for example a 

particular arrangement of edges that all types of various poles have when they appear anywhere the 

image. These higher-level patterns are more specific, but can still be used to detect multiple different 

attributes. The pole that was detected as a specific arrangement of edges - that were themselves 

detected as a specific arrangement of pixels - could be a street lamp, an electricity pole, or a traffic 

sign. The following processing layers will take that pole pattern and combine it with some other pattern 

detected near the top of that pole - like a light lamp, or an electricity cable, or a coloured geometric 

shape - and make a decision on the type of pole that was detected. This is a simplified description of 

images classification in deep learning models, where the early stages detect simple and general 

patterns, and the latter stages reuse the results from previous stages, detecting progressively more 

complex and specific patterns, until the last stage, where they make the decision about the actual class 

of an image (e.g. the actual value of a particular iRAP attribute). 

To be able to successfully find a set of parameters that enables a deep learning model to recognize 

patterns, deep learning algorithms need to satisfy a few conditions. They need to define a loss function, 

which calculates a score that indicates how far the output of the network given a particular 

parametrization is from the correct output, for a particular small subset of the dataset given as input. 

All layers, including the loss function, need to be differentiable mathematical operations. That is how 

the whole function is ensured - that maps the input, through all the layers to the output, and then to 

the loss calculated by the loss function - is differentiable. 

Satisfying these conditions enables a principled way of finding a good set of parameters, by way of 

gradient-based optimization. Even though the loss function of a multi-layer network is not convex, and 

even though the most popular neural network optimization procedures are based on mini-batch 

stochastic gradient descent, which only estimates the true gradient on a small subset of input data, 

these procedures have proven to consistently find sets of parameters that solve various pattern 

recognition problems very well (as compared to other approaches). 

Another favourable factor that facilitated the rise of deep learning is the existence of an efficient 

procedure to calculate gradients of higher-order vector-valued functions called backpropagation. The 

backpropagation algorithm is based on the chain rule for multivariable functions and is an example of 

dynamic programming, its complexity being linear in the number of layers, the same as forward 

propagation through the network. It also uses essentially the same mathematical operations as the 

forward pass, which can all be expressed as matrix multiplication. This enables deep learning 

algorithms to leverage the power of efficient general matrix multiplication algorithms and GPUs that 

support certain general-purpose computing operations. 

Neural network parameters are optimized iteratively, updating them with a small step towards the 

direction of the negative gradient that was calculated using backpropagation on the output of the loss 

function of all the input data. 

Machine learning algorithms are often parts of bigger hand-crafted systems, that use classical 

algorithms combined with the results of machine learning subtasks to produce the result for the actual 

downstream task. As deep learning was introduced, it was also often used in the same manner, training 

networks for specific subtasks. 
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The stereo reconstruction approach described in [19], the pedestrian tracking approach described in 

[20], and the object detection approach described in [21] are examples of such systems. 

However, over time, there was a tendency to replace more and more hand-crafted modules with their 

deep learning counterparts and connect these modules, eventually replacing the entire system with 

an end-to-end neural network that solves the downstream task from raw input alone. The stereo 

reconstruction approach described in [22] and the object detection approach described in [23] are 

some examples of that trend. 

The deep learning architecture used in the proposed methodology in this work is an example of an 

end-to-end network, which takes raw images in the input, and produces values of all attributes directly, 

without any intermediary result. Some approaches attempt to solve the image classification problem 

by using the intermediary results of applying methods for object detection or semantic segmentation 

on the images, combining those results with a rule-based system to produce classifications. In order to 

be trained on the dataset acquired for road-safety assessment, those approaches need the data to be 

annotated with object-level, or pixel-level, annotations, which is a much more laborious task than 

providing image-wide classification annotations (manual attribute coding) that the end-to-end 

approach requires. 

The problem with training individual components is that they are trained to solve proxy sub-tasks that 

may not be entirely aligned with the actual, downstream task. An end-to-end neural network will, in 

general, learn intermediate representations more useful for the actual task at hand since all of its 

parameters are optimized precisely for that. Furthermore, an end-to-end neural network does not 

carry the load of having to compress its intermediary results into a human-interpretable domain, which 

has a few advantages. First, requiring interpretable intermediate results might be an information 

bottleneck. Second, it enables mapping between data of completely different domains (e.g. image to 

language), without having to explicitly define an intermediary representation bridge between those 

two domains. Third, it might decrease the required data annotation effort, since one only needs to 

annotate the values for the end results, which might be significantly less time-consuming and tedious 

than annotating all the subtasks. 

It should be noted that designing a system with individual components makes the system more 

transparent, and possibly more loosely coupled. Humans can get some insight as to what is happening 

inside the system in a specific situation. This may be important in the real world or for mission-critical 

systems, to ensure safety (e.g. by putting in place mechanisms that prevent undesirable, dangerous 

decisions that a system might make). 

4.3 Learning with incomplete supervision 

There are different categories of machine learning algorithms, with regard to the presence and quality 

of data annotation they require. 

Most popular deep learning methods fall into the category of supervised learning, with correct 

annotations provided by human annotators. As mentioned before, data annotation is an expensive 

and time-consuming process. The amount of available un-labelled data increases much faster. 

Considering that deep learning algorithms thrive on large quantities of data, this led to the 

development of methods that are not as reliant on annotated data, namely: 

● weak supervision [24] - data is annotated with labels of lower quality that are easier to obtain, 
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often at a higher abstraction level 

● semi-supervised learning - a subset of data is labelled, while the rest is not 

● learning with noisy supervision - data is labelled with labels that may be incorrect 

● unsupervised learning - no data is labelled 

The methodology proposed in this work is an example of supervised learning, although it would be 

advantageous to move to weaker forms of supervision in the future, since that would decrease the 

effort required in manual coding of the segments, and exploit the knowledge contained in the much 

larger pool of unannotated road image datasets. 

4.4 Building blocks of deep learning algorithms 

Various kinds of mathematical operations may be used as layers in a deep neural network. 

A fully-connected layer is an affine transformation calculated by multiplying the input vector with a 

matrix and adding a bias vector. It uses no knowledge about the topological relationships of elements 

inside the input vector. 

Activation function layers apply the same function on each element of the input vector independently. 

Nair et al. discovered an activation function [25] called ReLU that allowed a better flow of gradients 

during training with backpropagation. 

Convolutional layers use convolutional filters, which have been popular in computer vision for a long 

time, but with learnable parameters. These layers can be viewed as fully-connected layers with certain 

restrictions and implicit assumptions. 

The convolutional layer only operates on a small window of neighbouring elements of the input vector. 

To get the output for the whole input vector, the convolution filter is applied in a sliding window 

approach, with a specific stride. Since the same filter, with the same parameters, is over the whole 

input vector, the convolutional layer is equivariant to translation, meaning that a translation of a 

pattern in the input vector will manifest as a translation of the same response in the output vector.  

Pooling operations, such as max pooling and average pooling, gradually downsample the image, 

decreasing the spatial dimensions of the image and increasing the receptive field of subsequent 

convolutional layers. They also introduce invariance to translation. 

Batch normalization [26], [27] is a form of regularization. It normalizes the output of a layer to have 

zero mean and unit variance, and then re-scales and re-centres it to preserve the expressive power of 

that unit. It stabilizes and accelerates the training. 

Most image classification architectures consist of a series of blocks of convolutional, pooling, batch 

normalization and activation layers, followed by a single fully-connected layer at the end. All the layers 

before the last one can be viewed as a feature extractor for the fully-connected classifier in the last 

layer. 

The multi-dimensional tensor of features output by the feature extractor needs to be transformed into 

a one-dimensional vector for input into the last layer. That can be done by flattening the tensor. That 

can result in an input vector with too many elements, and consequently a fully-connected layer with 

too many parameters. Also, such a classification network can only work with inputs of certain spatial 

dimensions. 
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The alternative is to use a global pooling layer instead, which produces a fixed-size representation 

regardless of the spatial dimensions of the input tensor. Global average pooling [28], [29] takes the 

average of each feature map, and produces a vector with the number of elements equal to the number 

of feature maps of the input tensor. 

Spatial pyramid pooling [30], [31] is a generalization of global average pooling and it pools the input 

tensor with different sizes of the pooling grid. Thus, it can capture information at different scales, and 

not lose some fine-grained info. 

4.5 Popular image recognition datasets 

ImageNet-1k [32] was the first large-scale computer vision dataset, with the ImageNet Large Scale 

Visual Recognition Challenge [33] as its accompanying yearly competition in image classification, object 

localization, and object detection. It is a database of images annotated manually according to the 

schema of the lexical database WordNet.ImageNet-1k contains more than one million images of 

varying resolutions, each annotated with one of a thousand different semantic classes, accompanied 

by bounding boxes. The validation and test sets contain 50,000 and 100,000 images, respectively. 

Mapillary Vistas [34] is a dataset of street-level imagery. It has pixel‑accurate and instance‑specific 

ground-truth annotations for understanding street scenes around the world. It consists of 25,000 high-

resolution images, annotated with 124 semantic object categories. The images were captured on 6 

different continents, and capture a variety of weather conditions, seasons and times of day. 

4.6 Popular convolutional architectures 

The ImageNet Large Scale Visual Recognition Challenge was instrumental in pushing the field forward 

over the years. The important milestones in deep learning for computer vision were usually 

accompanied by quantitative improvements in performance measured on the benchmark. Beating 

whatever the top result was at the time, or beating the human error rate, was a challenging, yet 

feasible, target for research groups to chase. It drew attention to the importance of developing rich, 

diverse datasets, that are only hard enough as to be teetering on the edge of what is currently possible. 

The first deep learning model to achieve the best results on the ILSVRC challenge was AlexNet [35] in 

2012, getting a top-5 error rate of 16.4%. It had 5 convolutional layers, 3 fully connected layers and 

used ReLU as its activation function. 

In 2014, the 19-layer VGG [36] model achieved top-5 error rate of 7.3%. It only used 3x3 convolutional 

filters and did not use pooling layers after each convolution. 

The first model to surpass humans in the ILSVRC challenge was ResNet [37], [38], getting a top-5 error 

rate of 3.6%. Its convolutional layers are grouped into residual blocks. It uses skip (residual) 

connections to improve the flow of gradients to the beginning layers. Skip connections take the input 

to a block and adds it directly to its output, thereby skipping the layers in the block. The smallest variant 

of the architecture has 18 layers (ResNet-18), while the biggest one has 152 layers. 

Taking the idea of residual connections and pushing it further, the DenseNet [16] model uses dense 

blocks. A dense block is a sequence of layers, with each layer combining the outputs of all preceding 

layers as input. In contrast to ResNet, it does not combine the output through summation. Instead, it 

uses concatenation [39]. 
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The two convolutional architectures considered and tested while developing the proposed 

methodology were the efficient 18-layer variant of ResNet (ResNet-18), and a more powerful and more 

resource-intensive 121-layer variant of the densely connected network (DenseNet-121). 

4.7 Transfer learning 

The existence of a large dataset of general images facilitated the paradigm shift from isolated learning 

to transfer learning. In general, in any field, it is likely that significantly more data is available for a 

general task than for a more specific one. If the specific task is such that in order to solve it, one also 

needs to be able to solve the general task, then it makes sense to first learn on the general task that 

has the advantage of having much more data [40]. 

Once this, more general, knowledge is acquired on the large dataset, the learned representations can 

be leveraged to learn to better solve the specific task. ImageNet classification models are often used 

for transfer learning when trying to solve more specific image recognition problems. Rather than 

randomly initializing the parameters of the model and training only on the task-specific dataset, the 

idea is to take the parameters of a network trained on ImageNet and use them to initialize some part 

of one’s task-specific network. Usually, it is the first part of the network, that works as a feature 

extractor for the subsequent layers. 

Using ImageNet pretraining has proven beneficial in increasing generalization and decreasing training 

time on the various specific tasks. 

The two networks (ResNet-18 and DenseNet-121) considered while developing the proposed 

methodology were both pretrained on ImageNet. An instance of ResNet-18 pretrained on the Vistas 

dataset was also used in order to exploit the knowledge that the network had acquired when trained 

to solve the task of semantic segmentation on the highly varied dataset of street-level imagery, which 

is more closely related to the actual task of road safety attribute classification. The parameters of the 

Vistas-pretrained ResNet-18 network were obtained from [41]. The contribution of pretraining on 

Vistas is shown as part of the results of the experiments. 

4.8 Multi-task learning 

Multi-task learning [14] is a paradigm that is in some ways similar to transfer learning. As is the case in 

transfer learning, a part of the network, usually the feature extractor, is trained on multiple tasks from 

the same general domain. The difference is that, in this case, the network is trained for all the tasks at 

the same time, and the tasks do not need to have a different level of generality. 

The general architecture of multi-task learning models is a network that starts with a sequence of 

layers that are shared and trained on all tasks and then branches out into individual branches, each 

one adapted and trained for one of the tasks. Each task will usually have its own loss function. One can 

employ different training regimes in this setup. One option is to optimize a total loss function defined 

as some combination of individual losses (e.g. a weighted average). Alternatively, one could choose to 

intermittently optimize individual losses during training. 

The potential benefit of multi-task learning is the model learning more general features because of the 

regularization effects of more training signal and the need to successfully solve multiple different vision 

tasks. Multi-task learning is also less resource-intensive than the alternative of learning each task 

separately, since a large part of the network is both trained and later evaluated only once per data 

point. 
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It is not a given that multi-task learning will always give a better or equal performance as the individual 

tasks trained separately. It has been shown experimentally [41] that not only are some groups of tasks 

not mutually beneficial, but they can also even interact negatively, decreasing the performance of 

multiple tasks as compared to when trained individually. 

The deep learning architecture used in the proposed methodology consists of a pretrained shared 

image feature extractor (the previously mentioned ResNet-18 or DenseNet-121), after which it 

branches out to 52 different classification heads. Each one takes the output of the shared part as input, 

and produces a probability distribution over the classes of its corresponding attribute. Thus multi-task 

learning, with each of the 52 attributes being one task is employed. The final loss function used to train 

the deep network is an average of the 52 individual loss functions of each task. 

4.9 Image recognition in traffic scenes 

There has been much previous research in areas related to road safety, such as localization of control 

devices [11], [18], recognition of fleet-management attributes [42], or semantic segmentation [43], 

[44]. These works are related to this task, but they target only a subset of the attributes that are 

addressed in this work. 

Some approaches tackle iRAP attribute classification using an intermediate semantic segmentation 

step, from which they then extract the attributes [10]. These approaches are more related to this task. 

However, producing a training dataset for semantic segmentation requires dense pixel-level 

annotation and consequently implies a significant annotation effort. That is a much slower and more 

tedious process than simply re-using the attributes provided by human coders as image-wide 

annotations. 

Furthermore, a semantic segmentation model only gets the learning signal from segmentation labels, 

and not from attribute class labels. Thus, such a model learns features that are optimal for semantic 

segmentation, not necessarily for the actual task. There is also a possibility of error propagation due 

to the isolated training of model components. 

For those reasons, it was decided to opt for an end-to-end system that the team trained to predict the 

classes of all considered attributes directly from video frames, without the intermediate segmentation 

step. 
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5 Learning on Imbalanced Datasets 

Analyses of different datasets acquired as part of this work seem to indicate that class imbalance is a 

problem that affects many iRAP attributes, as is often the case with real-world classification datasets 

[45]. A dataset is said to be imbalanced when there is a significant, or in some cases extreme, 

disproportion among the number of examples of each class of the problem. Class imbalance can 

hamper the performance of classifiers due to their accuracy-oriented design, which can result in the 

minority classes being ignored. 

Addressing this issue becomes more important if, for a particular problem, one of the 

underrepresented classes is, in some sense, more important than the majority class. Drawing from the 

team’s area of application, one can picture a dataset of road segments with mostly safe roadsides, and 

only a few very dangerous roadside objects. Intuitively, it is a more serious problem if a classifier 

mistakes a dangerous roadside for a safe one than the vice-versa. But, from a purely accuracy-based 

perspective, a classifier can often completely ignore the under-represented class and get very high 

accuracy scores.  

Various techniques have been developed to address these issues, both in training and evaluation. As 

a few examples, at train time, one might opt for data-level approaches, that try to rebalance the class 

distribution, for instance by oversampling examples of rare, or under-sampling examples of frequent 

classes [46]. There are also algorithmic-level and cost-sensitive learning approaches that try to adapt 

learning algorithms, for instance by defining a weighted loss function, that assign larger losses to 

misclassifying examples of underrepresented classes [47]. 

Regarding the evaluation of learning algorithms on imbalanced datasets, the problem of naive metrics, 

like accuracy, has been mentioned, possibly hiding a poor classification on rare classes, and making 

even trivial classifiers look deceptively good. 

One solution is choosing more complex performance metrics, for instance, those that give equal 

importance to each class, regardless of its frequency. One such example, for a multi-class problem, is 

the macro-F1 score. It is calculated as the mean of F1 scores of each class. For a given class in a multi-

class problem, its F1 score is calculated by treating the problem as binary classification where the given 

class is the positive class, and all other classes are grouped into the negative class. 

The F1 score is calculated with the following formula: 

𝐹1 =  
2 × 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 × 𝑟𝑒𝑐𝑎𝑙𝑙

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙
 

Equation 1 F1 score formula 

 

The F1 score is the harmonic mean of the precision and recall values. If either of those values is very 

low, the F1 will also be very low. Thus, if a model learns to ignore a certain class, its F1 score will be 

very low and that will significantly decrease the macro-F1 score of the classifier. 

As part of the proposed methodology, a balanced variant of the classical cross-entropy loss was used 

to try to alleviate the problem of class imbalance during training. As can be seen in the chapter 

describing the experiment results, the macro-F1 score was used to capture low performance on 

underrepresented classes. 
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6 Proposed automated coding methodology 

The main part of the team’s automated coding methodology is the deep learning model. It is a 

convolutional neural network. The aim is for it to be able to classify any given segment into correct 

values for each attribute. It takes the data representing a given segment as input, and outputs 52 

probability distributions over the possible output classes of each attribute. 

Since this model was initially developed to work only with RGB images, the inputs in such a setting are 

frames from the middle of the video clips corresponding to particular segments. Two different 

configurations were tested  - a single-frame model, which only takes the frame of the current segment, 

and a multi-frame model, which takes the frames of the current segment, and of the two segments 

preceding it. The multi-frame model was introduced to give a larger spatio-temporal context to the 

model, and to test how much that improves performance. 

A high-level diagram of the data processing pipeline is shown in Figure 3. 

 

Figure 3 A high-level diagram of the data processing pipeline for processing RGB images 

The convolutional neural network that was trained is a multi-task model with a shared backbone [14], 

and 52 classification “heads” that use the features extracted by the backbone. The model performs 

the recognition of all attributes with just a single forward pass, as illustrated in Figure 4. Note that the 

model in the figure is the multi-frame variant, taking three frames as input. 
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Figure 4 Diagram of the multi-frame deep learning model 

 

The backbone has to learn to extract image features that are good for multiple different tasks. This 

may regularize the learning algorithm by favouring features that are good generally [48], not just good 

for specific tasks. Deep convolutional models are known for having enough capacity to learn features 

for multiple different tasks [41]. Also, the train time is significantly reduced since it is not needed to 

train a different model for each attribute. 

The shared part of the network is highlighted in Figure 5 (for simplicity, it is drawn for the single-frame 

model). 

 

 

Figure 5 Diagram of the shared part of the network 

Two standard convolutional backbones: ResNet-18 [15] and DenseNet-121 [16] (CNN in Figure 5) were 

tested. After the backbone, spatial pyramid pooling [17] (SPP in Figure 5) was performed with grid 

dimensions (6, 3, 2, 1). The team’s SPP module starts with a 1x1 convolution that reduces the number 

of the feature maps to 128. It proceeds by pooling and completes with another 1x1 convolution for 

each grid size, which reduces the depth from 128 to 42. The SPP layer produces a fixed-size output 

regardless of the input image size and captures information at different scales. Then SPP outputs for 
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all grid dimensions are flattened and concatenated into a single vector, concluding the shared part of 

the network. 

The attribute-specific part of the network is shown in Figure 6. 

 

 

Figure 6 Diagram of the attribute-specific part of the network 

 

The attribute-specific parts of the network consist of soft spatial attention pooling [49], [50] (ATT_i in 

Figure 6) and a fully-connected classifier with softmax activation (FC_i in Figure 6). The attention 

module receives shared features F and a learnable query vector q_i and produces the attention pool 

a_i. The query vector and the attention pool have the same shape: their size is equal to the depth of 

shared features F. The attention vector is determined as a weighted spatial pool of shared features F. 

The weights are determined by a softmax-activated similarity map between the query vector and the 

shared features [51]. Finally, the attention pool is concatenated with SPP output and classified into 

per-attribute posteriors P(A_i | x).  

In the case of multi-frame input, fully-connected layers are detached and single-frame model is 

attached to all images from the input sequence of length T. This results in T image-wide 

representations (SPP(F_t), a_ti) for each attribute. Finally, these representations are concatenated and 

classified with per-attribute fully-connected layers with softmax activation, as was undertaken in the 

single-frame model. 

Considering the team’s experience with a computer vision-based approach, and the limited time 

available, it was decided to process point-cloud data by first projecting it into 2D rasterized images, 

and applying computer vision methods. 

Point-clouds can be projected from different perspectives and with different point colours (RGB, 

intensity, elevation, …). Two examples are shown in Figure 7. 
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Figure 7 Examples of different ways to project point-clouds: top-down view, points coloured by intensity; frontal view, 

points colored by elevation. 

As part of the methodology, the team worked with frontal view projections without any colouring - 

just white points on a black surface - since coloured projections were not available at the time. 

The processing pipeline extended to handle point-cloud data is analogous to the one that handles 

computer vision data shown above. As can be seen in the simplified diagram in Figure 8, the neural 

network has two streams of branches, whose intermediate outputs get concatenated together and 

then the network classifies the attribute on the basis patterns extracted from both the RGB and LiDAR 

data. 

 

 

Figure 8 A high-level diagram of the data processing pipeline for processing both RGB images and LiDAR point-clouds 

The backbone that processes LiDAR point-clouds has the same kind of architecture as the one 

processing RGB images. The difference is that its parameters are not initialized by pretraining on a 

large dataset (like ImageNet or Vistas), since there are no such backbones pretrained on point-cloud 

data available. Rather, the parameters are randomly initialized and trained from scratch. This carries 

with it the risk of overfitting. This has been counteracted by making the point-cloud processing branch 

of the network slimmer in all layers, reducing the number of parameters, making it less prone to 

overfitting. 
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The models were trained by averaging the per-attribute classification losses. The team attempted to 

alleviate class-imbalance by using balanced cross-entropy [47], [52] for the loss function. The main idea 

is to promote learning of rare classes by multiplying the cross-entropy with a weight that is inversely 

proportional to the frequency of the correct class. 

The team have validated various combinations of network architectures, loss functions, input 

sequence lengths, and image dimensions. 
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7 Available datasets 

The main datasets used for the development of the automatic coding methodology are the Croatian 

motorway A1 dataset and the dataset of public roads in Bosnia and Herzegovina. 

In order to explore the availability of image and point-cloud data in other European countries, samples 

of Italian and Spanish motorways data was obtained and analysed.  

7.1 Croatian motorway 

In Croatia, a corpus of a 570 km section of the motorway A1 was acquired. The corpus includes RGB 

images and LiDAR point-clouds captured by the camera and LiDAR sensor that were mounted on the 

survey vehicle. The videos were recorded in 1920x1080 RGB format at 10 frames per second. This 

dataset enables research on classification methods that use either images or point-cloud data, or 

combine both data sources. 

Even though the iRAP Star Rating Score requires a 100-metre granularity of road segments, the corpus 

was coded over 10-metre segments to get better estimates of the attributes by averaging, and to 

provide stronger supervision for learning algorithms. Hence, there are about 57,000 10-metre 

segments in the dataset. Each segment has a corresponding pair of RGB image and LiDAR point-cloud. 

Human experts have annotated all segments with all 52 iRAP attributes as part of a regular iRAP coding 

campaign. This provides ground-truth classification labels for the data, which are crucial to do 

supervised deep learning. 

The images below show the roads covered by the dataset. The blue road section is a 285 km part of 

the A1 motorway. It was recorded in both directions of travel, resulting in a dataset covering 570 km 

of the road. 
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Figure 9 Roads in Croatia covered by both images and point-clouds (blue) and just images (red) 

 

There are about 100,000 to 200,000 points in each point-cloud. The points in the point-clouds contain 

both RGB and intensity values. Since the point-clouds have been processed by first projecting them 

into 2D rasters, the images below show an example of a point-cloud (points coloured by the RGB 

component) and its 2D projection. 
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Figure 10 Example of a point-cloud of a segment from the Croatian motorway dataset 

 

 

Figure 11 Example of the frontal view  projection of a point-cloud of a segment from the Croatian motorway dataset 

 

The RGB image corresponding to the same segment is shown below. 
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Figure 12 Example of an RGB image from the Croatian motorway dataset 

 

In the experiments on this dataset, the team worked with images resized to 640x352, and point-cloud 

projections resized to 800x512. Images were resized without changing the aspect ratio. As described 

in the chapter on the methodology, the single-frame models operate only on the image and point-

cloud of the corresponding segment, while the multi-frame models operate on sequences of 3 images 

and point-cloud pairs, corresponding to the current segment and the two segments preceding it. 

7.2 Bosnia and Herzegovina public roads 

The initial automated coding approach was developed using a corpus of georeferenced video 

annotated with road safety attributes that was acquired along 2,300 km of public roads in Bosnia and 

Herzegovina. The dataset does not contain LiDAR point-clouds, so the automatic coding methodology 

applied on this dataset is solely based on computer vision.  

Figure 13 below shows the roads in Bosnia and Herzegovina covered by the dataset. 
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Figure 13 Roads in Bosnia and Herzegovina covered with video 

 

The knowledge and experience gained on this dataset was later transferred to the Croatian motorway 

dataset and extended to handle point-cloud data. The coding format in this dataset is the same as with 

the Croatian motorway dataset. There are about 230,000 10-metre segments. Most of these segments 

span about 30-40 frames, although this depends on road and traffic conditions during acquisition. 

All videos are recorded in 2704x2028 RGB format at 25 frames per second. 

In the experiments on this dataset, image frames were resized to 384x288 and 768x576. Images were 

resized without cropping or changing the aspect ratio. As with the Croatian data, the single-frame 

models operate on the middle frame of the corresponding segment, while the multi-frame models 

operate on sequences of 3 middle frames from the current and the two previous segments. 

7.3 Italian motorway 

ANAS S.p.A. provided a 10 km point-cloud sample of the Italian motorway. The sample contains point-

cloud with 7 scalar fields, one of them being the intensity. The image below shows 5 10-metre slices 

of the point-cloud, with points in the cloud coloured by intensity. The sample does not contain RGB 

image data, nor do the points in point-clouds contain the RGB component. 
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Figure 14 Example of a point-cloud of a segment from the Italian motorway dataset sample (provided by Anas) 

 

As described in previous chapters, the point-cloud slices were processed by projecting them into 2D 

rasters. The image below shows a projection of the slice in the middle of the 5 slices shown above. 

 

 

Figure 15 Example of the frontal view projection of a point-cloud of a segment from the Italian motorway dataset sample 

(provided by Anas) 

7.4 Spanish motorway 

TomTom N.V. provided a 50 km sample of the Spanish motorway, containing both the LiDAR point-

clouds and RGB images. The points in the point-clouds contain both RGB and intensity values. The RGB 

images in the sample are panoramas covering a 360° field of view. The images below show a point-

cloud of a 300-metre section of the motorway and a panorama shot taken on that same section. 
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Figure 16 Example of a point-cloud of a segment from the Spanish motorway dataset sample (provided by TomTom N.V.) 

 

 

Figure 17 Example of the frontal view projection of a point-cloud of a segment from the Spanish motorway dataset sample 

(provided by TomTom N.V.) 
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8 Results 

This chapter describes the experiments that were designed to test various aspects of the team’s 

automated coding methodology. Since the approach was initially developed on the dataset of public 

roads in Bosnia and Herzegovina, the team’s first experimental results were obtained on a subset of 

that dataset. Later, the team extended their methodology to handle LiDAR point-clouds when data 

containing both images and point-clouds was introduced with the Croatian motorway dataset. In the 

following sections, the methodology of how the experiments were set up is detailed, then the results 

on different datasets follow with a discussion of the results. 

8.1 Experiment Setup 

Every deep learning experiment has a number of hyperparameters that the engineer needs to choose 

values for before running the experiments. The team made some of these design decisions based on 

previous experience and established approaches described in the literature. 

Fast training on large quantities of training data is promoted by equipping the models with efficient 

convolutional backbones ResNet-18 and DenseNet-121 and by reducing the input resolution. The team 

consider colour-jittering as the only data-augmentation technique. Horizontal flipping is avoided since 

all videos from a particular country are recorded on the same side of the road. Random cropping is 

also avoided, since visual cues for some attributes may appear on the edges of frames, and these need 

to be preserved.  

The Adam optimizer is used with a batch size of 10 and weight decay equal to 1e-3. The training 

commences in two stages. In the first stage, the attention queries are trained, the spatial pyramid 

pooling modules, and the classifiers for 4 epochs with the learning rate set to 5e-5, while keeping the 

backbone parameters frozen. Subsequently, all parameters are trained for additional 16 epochs, with 

the learning rate lowered to 5e-6. In all experiments, the team learn on the train split and evaluate on 

the test split of their dataset. 

The team let other design decisions vary across experiments and devised methods to choose optimal 

values for each. The experiments address the following 7 binary design decisions: 

1. single-frame vs. multi-frame recognition 

2. pre-training - ImageNet vs. Vistas 

3. backbone - ResNet-18 vs. DenseNet-121 

4. loss balancing - cross-entropy vs. balanced cross-entropy 

5. attention - off vs. on 

6. input resolution - 384x288 vs. 768x576 

7. colour jittering - off vs. on 

Each trained model configuration is some combination of these decisions. These 7 design decisions can 

be denoted with d(1) to d(7), and represent the two possible choices for each decision with values 0 

and 1.  
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Then, for example, the configuration 0011001 would encode the following model: 

Multi-Frame Pretraining Architecture Loss Attention Resolution Jittering 

No ImageNet DN-121 Balanced CE No 384x288 On 

Table 2 An example model configuration, encoded by "0011001" 

To test the contribution of a single particular design decision d(i) to the overall performance of the 

model, the team could compare two variants of the same model - one with d(i) = 0, and another with 

d(i) = 1, with all other design decisions being equal. A further step is taken so that not just the two 

models are compared; rather, the team create and compare two groups of models. In the first group, 

all combinations of models are put with the particular design decision d(i) = 0, while in the second 

group  all combinations are put with d(i) = 1. All other design decisions - d(k), k != i, vary among the 

models inside each group. That way it can be tested if, and how much, the considered design decision 

consistently improves or degrades performance. 

To give an example, Table 3 and Table 4 show two groups of models created when testing the 

contribution of the design decision d(4) - loss balancing. 

 

Multi-Frame Pretraining Architecture Loss Attention Resolution Jittering 

No ImageNet DN-121 CE No 384x288 On 

Yes Vistas RN-18 CE Yes 384x288 Off 

No ImageNet RN-18 CE No 768x576 On 

Yes Vistas RN-18 CE Yes 768x576 Off 

… … … … … … … 

Table 3 First group of models for design decision d(4) = 0 (Loss: CE) 

 

Multi-Frame Pretraining Architecture Loss Attention Resolution Jittering 

No ImageNet DN-121 Balanced CE No 384x288 On 

Yes Vistas RN-18 Balanced CE Yes 384x288 Off 

No ImageNet RN-18 Balanced CE No 768x576 On 

Yes Vistas RN-18 Balanced CE Yes 768x576 Off 

… … … … … … … 

Table 4 Second group of models for design decision d(4) = 1 (Loss: Balanced CE) 

 

To evaluate the group’s performance, either the mean of scores of individual models can be taken or 

the other option is to take the models in the group and create an ensemble model that makes 

classification decisions by averaging individual models’ decisions.  
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It has been mentioned previously that many attributes suffer from extreme class imbalance. In such a 

settings, naive metrics, like standard accuracy, could make some models look deceptively good. For 

example, if there were an attributes with 99% of examples in class 1, and 1% of examples in class 2, a 

trivial model that classifies all examples into class 1 - while completely ignoring class 2 - would get an 

accuracy score of 99%.  

Even more advanced metrics (like AP, or F1) for binary problems are usually, by default, asymmetric. 

That means that there is a notion of a negative and a positive class. These metrics only take into 

account the precision and recall values of the positive class, but they will not capture low performance 

on the negative class in cases where the negative class covers a small minority of examples. In some 

problems, the negative vs. positive distinction between two classes comes naturally, and the class of 

interest - the positive class - does not dominate the dataset. However, with the team’s attributes, that 

distinction between the positive and the negative class would often be arbitrary. 

Another point is that the team’s attributes are not all binary classification problems, but can have 

multiple classes. Considering all of this, it was concluded that a metric is needed that is symmetric, i.e. 

that it treats all classes the same, and also one that handles multi-class problems. This is why a macro-

averaged F1-score, also known as macro-F1 was chosen. It is calculated by taking the mean of F1 scores 

of each particular class. 

𝐹1𝑀 =  
1

𝑁
∑ 𝐹1[𝑖]

𝑁

𝑖=1

 

Equation 2 Macro-F1 formula. F1[i] is the F1-score of class i, calculated from a 2x2 confusion matrix (class i vs. rest) 

All classes contribute to the score with the same weight, regardless of their frequency. Ignoring a class 

would significantly decrease a model’s macro-F1 score. To get the F1 score of a single class in a multi-

class setting, it is treated as a binary problem of that class versus all the other classes. The NxN 

confusion matrix of a multi-class problem is transformed into a 2x2 confusion matrix of the binary 

problem. This is illustrated in Figure 18 . 

 

Figure 18 Transforming an NxN confusion matrix into a 2x2 matrix in order to calculate binary metrics for a particular class 

in a multi-class setting. In this example, class k will be treated as the positive class, while all other classes are grouped and 

treated as the negative class. 
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The formula for the F1 score in the binary case is written in Equation 1. 

8.2 Results on Bosnia and Herzegovina public roads dataset 

The experiments on Bosnia and Herzegovina city and rural roads were done on a prepared subset of 

the data, consisting of about 28,000 segments in the train set, and about 5,500 images for both the 

validation and test sets. The validation set is used to choose the optimal values aforementioned 

hyperparameters, and the test set is used to measure the performance of the chosen model 

configuration. The experiments were carried out on a subset of 33 attributes, since attributes that only 

had a few occurrences in the dataset were discarded.  

The influence of the proposed seven binary decisions on recognition performance is explored, as 

shown in Table 5. The performance improves by about 2.4% when recognition is performed on 

sequences of three frames instead of only one frame. Pre-training the backbone parameters for 

semantic segmentation on the Vistas dataset increases recognition score by about 1.2%.  Using 

DenseNet-121 instead of ResNet-18 increases accuracy by about 0.9%. Loss balancing increases the 

score by 1.8%. Including per-attribute attention pooling did not significantly impact the results. 

Resizing the images to 384x228 preserves the important visual information in the image since the 

improvement gained from quadrupling the number of pixels is not substantial. Finally, as simple an 

augmentation procedure as it is, colour-jittering increases the score by 1.3%. 

 

Design decisions 
Mean macro-F1 

Average Ensemble 

Single-frame 56,4 57,5 

Multi-frame 58,6 59,0 

Pre-training on ImageNet 57,4 57,4 

Pre-training on Vistas 58,5 58,7 

Backbone: ResNet-18 56,9 56,1 

Backbone: DenseNet-121 57,7 57,2 

Loss: standard CE 56,0 56,9 

Loss: balanced CE 58,1 58,6 

No attention pooling 57,0 58,4 

Per-attribute attention pooling 57,1 58,4 

Resolution: 384x288 58,3 58,0 

Resolution: 768x576 59,3 58,5 

No jitter 58,0 58,1 

Colour jitter 59,3 59,4 

Table 5 Influence of the considered design decisions to the performance of the proposed model 
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As has already been described, to get these results, groups of models were compared. The single model 

configuration that had the best performance overall, was the following: 

 

Multi-Frame Pretraining Architecture Loss Attention Resolution Jittering 

Yes Vistas RN-18 Balanced CE Yes 384x288 On 

Table 6 The model configuration that had the best performance when averaged across all attributes 

This configuration got an average macro-F1 score of 61.5%. Table 7 shows the performance of this 

configuration on each attribute. In each row, the name of the attribute, and the macro-F1 and the 

standard accuracy score of the model on that attribute can be seen. The last column contains the 

scores of the majority-class baseline (MCB) for each attribute. The majority-class baseline is a trivial 

model which classifies all examples into the most frequent class, as measured on the train set. It is 

indicative of the class imbalance of an attribute. The attributes in the tables are sorted in descending 

order according to the macro-F1 score. In the lower part of the table, with low macro-F1 scores, it can 

be seen that many attributes have high MCB and accuracy. In these cases, the model has learned to 

classify majority-class examples, and has, to some extent, disregarded or ignored the less frequent 

classes. 

 

Attribute name M-F1 Acc. MCB 

Delineation 96,3 97,2 73,9 

Divided carriageway 96,2 98,1 92,5 

Sidewalk - passenger-side 90,7 95,3 70,4 

Sidewalk - driver-side 89,5 94,3 84,2 

Area type 87,1 87,3 60,9 

Street lighting 81,5 84,0 50,4 

Roadworks 77,6 99,4 99,1 

Land use - passenger-side 71,0 75,0 41,8 

Land use - driver-side 70,2 73,4 44,9 

Lane width 65,4 92,4 86,3 

Sight distance 63,6 88,6 85,7 

Quality of curve 61,3 75,8 59,1 

Paved shoulder - passenger-side 60,4 91,7 63,6 

Paved shoulder - driver-side 59,8 90,9 67,4 

Median type 58,8 91,8 89,4 
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Attribute name M-F1 Acc. MCB 

School zone 58,8 98,1 96,5 

Grade 57,7 94,4 97,6 

Vehicle parking 56,2 85,9 84,7 

Roadside severity - driver-side distance 54,4 66,7 62,3 

Roadside severity - passenger-side dist. 54,2 66,9 71,0 

Property access points 52,9 75,8 47,2 

Upgrade cost 52,9 69,3 67,0 

Road condition 52,5 89,3 84,1 

Curvature 51,4 69,0 59,1 

Sealed road 49,9 99,5 98,2 

Pedestrian crossing - inspected road 48,0 99,0 99,1 

Roadside severity - passenger-side object 47,9 58,5 20,9 

Number of lanes 47,2 97,3 91,4 

Pedestrian crossing quality 46,3 98,8 98,9 

Intersection quality 45,5 96,9 96,9 

Intersection type 43,9 96,9 96,9 

Roadside severity - driver-side object 39,7 53,5 21,2 

Pedestrian crossing - side road 39,5 99,7 99,6 

Table 7 Per-attribute performance of our best single model. M-F1 - macro-F1, Acc. - accuracy, MCB - majority class baseline. 

Figure 19 shows the performance of the best model on six input frames from the team’s dataset. 

Alongside each input image, the team have visualized where the model is “looking” for the particular 

attribute. The images that display which part of the frame the model focuses on in order to make a 

decision for a particular attribute are created by drawing the gradient distribution over the input image 

with respect to the correct output. 
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Figure 19 Each image pair highlights regions which are responsible for the model decision for a certain model attribute. As 

shown in the images, the chosen attributes are, respectively: Sidewalk - passenger-side, Delineation, Divided carriageway 

(top), and Pedestrian crossing - side road, Roadside severity - driver-side object, and Number of lanes (bottom). 

 

The top row shows recognition of three attributes for which the model performs well in Table 7: 

Sidewalk - passenger-side (left), Delineation (middle), Divided carriageway (right). 

In all three cases, the model makes a correct decision while “observing” feasible image locations. For 

Sidewalk - passenger side, it focuses on the sidewalk on the right. For Delineation, the model focuses 

on the surface of the road to decide on the quality and visibility of road markings. For Divided 

carriageway, the model focuses on the physical separator of the two directions of travel, correctly 

concluding that the carriageway is indeed divided.  

The bottom row shows the recognition of three attributes from the bottom of Table 7, that the model 

did not perform well on: Pedestrian crossing - side road (left), Roadside severity - driver-side object 

(middle), Number of lanes (right). 

The model incorrectly predicts that the sidewise pedestrian crossing is absent, despite “observing” the 

correct image location (left). This may be due to imbalance, since side-road crossing only occur in 0.4% 

of examples. 

In the second example, the driver-side variant of the Roadside severity - object attribute can be seen, 

which has been previously mentioned as a relatively hard attribute. The most severe object on the 

driver side is being looked for. It can be seen that the model incorrectly predicts that the most severe 

object is Safety barrier, which is nearly true. The correct class is Semi-rigid object, since the fence in 

the image is not a crash-safe barrier. The two classes are similar, but iRAP distinguishes between them. 

This shows why Roadside severity is a difficult attribute: many classes are hard to differentiate. Note 

that the street lighting pole on the left is also a potential roadside severity object, but the fence 

overrides it. It may be the case that multiple roadside objects confuse the model, as suggested by the 

dispersed distribution of gradients in the visualization. 

Finally, the model also incorrectly predicts that there is only one lane in the direction of travel, which, 

looking at the image, seems correct. However, that particular road is a one-way road, meaning that 

the model should have predicted 2 lanes. The only indication that this is a one-way road is a traffic sign 

which appears more than 400m before the segment. Without any other cars around, the models did 

not have any visual cues to know that this is a one-way road. 

8.3 Results on Croatian motorway A1 dataset 

After Bosnia and Herzegovina, the team’s approach was extended to handle point-cloud data and apply 
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it to the Croatian motorway dataset. Motorways have less variety in the values of the attributes than 

city, inter-city and rural roads. Because of this, the problem of class imbalance is even more 

emphasized. There are 24 attributes that do not have any variety, i.e. they only have one value 

(category) appearing in all segments of the dataset.  

 

These attributes are the following: 

● Motorcycle observed flow 

● Bicycle observed flow 

● Pedestrian observed flow across the road 

● Pedestrian observed flow along the road driver-side 

● Pedestrian observed flow along the road passenger-side 

● Speed management / traffic calming 

● Lane width 

● Skid resistance / grip 

● Grade 

● Sight distance 

● Delineation 

● Service road 

● Intersection channelisation 

● Land use - driver-side 

● Land use - passenger-side 

● Area type 

● Pedestrian crossing - side road 

● Pedestrian fencing 

● Sidewalk - driver-side 

● Sidewalk - passenger-side 

● Motorcycle facilities 

● Bicycle facility 

● School zone warning 

● School zone crossing supervisor 

 

In the experiments on the Croatian motorway dataset, the subset of attributes that have at least some 

small variety in their values were focused upon. 

 



 

SLAIN 54 Version 1.0 
 

Experiments were undertaken on three different model configurations, which are all variants of the 

approach described in the chapter on the methodology. These are extensions of the model 

architecture used for Bosnia and Herzegovina experiments. The first two models only handle one of 

the available input data sources - RGB images and point-clouds. In the tables and charts, they are 

denoted by “RGB” and “LiDAR”, respectively. The third model combines and processes both data 

sources for each segment. It is denoted as “BOTH”. 

The results are displayed in the tables and chart below. Each of three tables contains results of one 

model configuration. In the bar chart, results for the three different model configurations are grouped 

for each attribute. At the bottom of the tables, and in the upper right corner of the bar chart, the total 

performance of each variant of the model, obtained by taking an average of per-attribute results can 

be seen. The metric that has been used is macro-F1 which is quite a strict metric, as has been previously 

mentioned, since the team want to penalize models that ignore rare classes. 

RGB 

Attribute Macro-F1 Acc. MCB 

Road condition 100 100 100 

Roadworks 100 100 100 

Paved shoulder - driver-side 100 100 100 

Property access points 100 100 100 

Pedestrian crossing - inspected road 100 100 100 

Pedestrian crossing quality 100 100 100 

Median Type 94.86 98.16 90.2 

Number of lanes 93.16 99.57 97.65 

Street lighting 83.54 93.95 87.06 

Carriageway label 80.35 87.22 79.31 

Differential speed limits 78.73 89.17 84.39 

Paved shoulder - passenger-side 67.33 95.81 83.45 

Roadside severity - passenger-side distance 65.64 82.34 76.29 

Shoulder rumble strips 51.29 80.48 78.84 

Centreline rumble strips code 49.98 99.92 100 

Intersection type 49.97 99.9 99.9 

Intersection quality 49.97 99.9 99.9 

Truck Speed limit 49.97 99.7 100 

Vehicle parking 49.97 99.92 99.92 
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Attribute Macro-F1 Acc. MCB 

Upgrade cost 49.91 72.65 70.81 

Curvature 48.17 92.87 93.12 

Quality of curve 48.17 92.73 93.12 

Motorcycle speed limit 39.27 87.08 84.39 

Speed limit 39.01 86.52 84.39 

Intersecting road volume 33.32 99.9 99.9 

Roadside severity - driver-side distance 30.14 81.87 81.97 

Roadside severity - driver-side object 29.49 96.31 88.9 

Roadside severity - passenger-side object 28.7 83.48 65.02 

TOTAL 64.68 93.55 90.66 

Table 8 Per-attribute performance of the "RGB" model on the Croatian motorway dataset. M-F1 - macro-F1, Acc. - accuracy, 

MCB - majority class baseline. 

 

LiDAR 

Attribute Macro-F1 Acc MCB 

Road condition 100 100 100 

Roadworks 100 100 100 

Property access points 100 100 100 

Pedestrian crossing - inspected road 100 100 100 

Pedestrian crossing quality 100 100 100 

Number of lanes 86.59 95.04 97.65 

Street lighting 61.32 76.42 87.06 

Roadside severity - passenger-side distance 59.91 76.89 76.29 

Upgrade cost 57.64 75.4 70.81 

Median Type 56.74 95.32 90.2 

Shoulder rumble strips 54.98 76.81 78.84 

Carriageway label 53.54 54.55 79.31 

Intersection quality 49.97 99.58 99.9 

Intersection type 49.97 99.9 99.9 
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BOTH 

Vehicle parking 49.95 99.5 99.92 

Paved shoulder - driver-side 49.9 85.71 100 

Paved shoulder - passenger-side 49.87 78.16 83.45 

Centreline rumble strips code 49.68 99.65 100 

Quality of curve 47.99 89.8 93.12 

Truck Speed limit 47.92 92.8 100 

Differential speed limits 44.57 70.25 84.39 

Roadside severity - passenger-side object 33.75 67.12 65.02 

Intersecting road volume 33.32 99.88 99.9 

Curvature 32.4 91.47 93.12 

Roadside severity - driver-side distance 30.07 80.25 81.97 

Roadside severity - driver-side object 24.07 92.79 88.9 

Speed limit 20.63 61.3 84.39 

Motorcycle speed limit 20.16 58.01 84.39 

TOTAL 55.89 86.31 90.66 

Table 9  Per-attribute performance of the "LiDAR" model on the Croatian motorway dataset. M-F1 - macro-F1, Acc. - 

accuracy, MCB - majority class baseline. 

Attribute Macro-F1 Acc MCB 

Road condition 100 100 100 

Roadworks 100 100 100 

Property access points 100 100 100 

Pedestrian crossing - inspected road 100 100 100 

Pedestrian crossing quality 100 100 100 

Carriageway label 92.1 88.03 79.31 

Number of lanes 90.01 99.48 97.65 

Street lighting 80.55 91.38 87.06 

Paved shoulder - passenger-side 69.89 91.99 83.45 

Differential speed limits 69.08 79.2 84.39 

Roadside severity - passenger-side distance 64.82 82.2 76.29 
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Shoulder rumble strips 61.73 80.66 78.84 

Upgrade cost 57.92 74.74 70.81 

Median Type 55.4 95.19 90.2 

Centreline rumble strips code 49.97 99.63 100 

Intersection type 49.97 99.75 99.9 

Intersection quality 49.97 99.78 99.9 

Vehicle parking 49.96 99.92 99.92 

Paved shoulder - driver-side 49.2 98.63 100 

Truck Speed limit 48.86 96.29 100 

Quality of curve 48.57 91.12 93.12 

Intersecting road volume 33.32 99.87 99.9 

Roadside severity - passenger-side object 33.02 77.86 65.02 

Curvature 32.7 91.35 93.12 

Speed limit 32.2 77.39 84.39 

Motorcycle speed limit 31.9 74.07 84.39 

Roadside severity - driver-side distance 29.99 81.65 81.97 

Roadside severity - driver-side object 25.59 92.22 88.9 

TOTAL 60.95 91.51 90.66 

Table 10 Per-attribute performance of the "BOTH" model on the Croatian motorway dataset. M-F1 - macro-F1, Acc. - 

accuracy, MCB - majority class baseline. 
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Figure 20 Bar chart with the results of the three model variants (RGB, LiDAR, BOTH) on the Croatian motorway dataset. 

Results for grouped into triplets for each attribute. 

 

From these experiments, and for this chosen input format and pre-processing, as described in the 

methodology chapter, it can be seen that LiDAR data does not yield much improvement. 

In this regard, a few things that tie back to the chapters on applications of deep learning to point-cloud 

data and the methodology should be noted. LiDAR-based deep learning is a new and understudied 

area of research. At this point, it is not sure even what type of data representation is optimal, let alone 

the different deep learning architectures. As opposed to that, deep learning for computer vision (in 

RGB image data), has had major advances in the past years. Certain reliable, tried-and-true approaches 

have been established. Furthermore, very powerful neural networks have been trained on very large 

computer vision datasets of general images and traffic scenes, and through what is known as transfer 

learning, the team had the luxury and the privilege to apply the knowledge contained in those 

networks on their smaller, specific computer vision datasets and problems. So, it should be borne in 

mind that the RGB approaches stand on the shoulders of these giants, that for LiDAR data, are 

currently, non-existent. The LiDAR part of the network learns its internal representations from scratch. 

Perhaps in the future, with the potential popularization and commodification of LiDAR sensors (like in 

the new iPhone), positive moves in that direction might be seen. 

Another thing to note is that the area of machine learning research is still very experimental. Many 

experiments need to be undertaken over a long period of time, to get some intuitions about what 

works and what does not. Approaches that are known to work are started from and moves are made 

incrementally from them. Doing large leaps quickly is hard and uncommon, since many things in 

running these experiments can go wrong. Time is needed to do lots of trial-and-error patient, 

incremental progress. In the limited time that there has been since the pivot to LiDAR point-cloud data, 

the team took their best shot to adapt their methodology to the new input modality and get some 

experimental results. 
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9 Improvements achieved with an automated coding methodology 

In this chapter, how an automated coding methodology can increase the speed and accuracy of iRAP 

attribute coding, and potentially replace manual coding for some attributes is described. 

9.1 Automated coding as a tool to improve manual coding 

When developing a data-driven solution to automate a manual process, it is often the case that, 

especially at first, one is not looking to completely remove the existing process and replace it with the 

new one, even though that might be the long-term goal. The automated solution can be put to good 

use as a tool to augment the manual process. Two ways in which the automated iRAP attribute coding 

methodology can be used to improve manual coding of iRAP attributes are considered in the following 

paragraphs. 

9.1.1 Internal validation - checking for disagreements 

Manual coding is not a perfect process performed once for any given section of road. It is an iterative 

process. The initial coding of a section of road for a particular attribute requires peer review by other 

coders and quality checks by supervisors. Another crucial step in quality assurance of the iRAP coding 

process is the independent review, where 10% of the coded roads need to be checked by accredited 

experts.  

In a general case of a quality check where only a small percentage sample of the data is internally 

validated is considered, the sample to be checked will usually be drawn randomly, uniformly, from the 

data. If an automated coding system is available, a more principled way to draw the data sample that 

is to be checked can be envisioned. 

The system could be run on the same data that was newly manually coded, and then checked for 

segments where the automatically and manually assigned codes differ. If the automatic coding system 

provides a probability distribution over the classes (as the one in the team’s methodology does), one 

could take those coding disagreements where the system is the most confident in its prediction. This 

way, the internal validation process may be more productive and select for examples in the dataset 

that are hard to code correctly, instead of sifting through a lot of correctly coded, easy examples, that 

might get selected by an uninformed, uniformly random sample. 

Going further, even without comparing with manual coding, just the analysis of the hardest train errors 

(those errors that have the lowest probability of the correct class) of ensemble models (that combine 

multiple different trained models) indicates the opportunity to detect inconsistent annotations in the 

training set. This opens up the possibility of using the proposed automatic coding system as a tool to 

discover the divergent practices of different annotators. 

9.1.2 The “Learn -> Predict -> Annotate -> Learn” loop 

Supervised deep learning systems in general require a large amount of varied data to be able to 

generalize well to specific problems. The development of such a system is usually an iterative process 

of continuous data acquisition, data annotation, incremental improvements to the model architecture, 

and retraining the updated model on that new data. In this way, the performance of the system keeps 

improving, and more and more previously unseen edge cases get covered. 
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Because the processes of data acquisition, data annotation and the development of the deep learning 

model do not happen sequentially, but rather all run in parallel, the work-in-progress model can be 

used from the start to aid in data annotation. As soon as the first version of a deep learning model is 

developed, it can be run on data not yet annotated, to pre-annotate it. The human annotator’s job 

then changes from having to annotate the data from scratch to having to check, and occasionally 

correct, already annotated data.  

It is often the case that even very simple baseline models will produce correct annotations for a 

substantial portion of the data, and, depending on the actual task, the introduction of automatic pre-

annotation can significantly accelerate the annotation process. Furthermore, this kind of improvement 

is a positive feedback loop. An accelerated annotation process means more annotated data in the 

same amount of time. In the context of supervised learning, more annotated data means a better 

model. A better model means even more correctly pre-annotated data. Finally, to close the circle, more 

correctly pre-annotated data means even faster manual annotation. And thus, a positive feedback loop 

is put in place that can significantly accelerate the acquisition of annotated data, and consequently 

produce much better models. 

The payoff in setting up such a data collection infrastructure depends on how much manual iRAP 

attribute coding accelerates if the coder does not have to code the segment from scratch, but rather 

only has to check and correct pre-coded values. This is something that should be measured for 

different attributes. 

9.2 Automated coding as a replacement for manual coding 

9.2.1 Experiment results discussion 

Looking at the experiments’ results, it can be seen that the recognition performance varies wildly 

across the attributes. At the top of Table 7, the attributes Delineation, Divided carriageway, the 

passenger and driver side variants of the Sidewalk attribute, and Area type have very high macro-F1 

scores. Macro-F1 is a very strict metric, and these results were obtained on a relatively small dataset. 

This gives us confidence that these attributes might be ready for full automation already. 

The attribute Street lighting, which is at 81,5%, might also be improved in one, or both, of two ways. 

The way Street lighting is coded in the dataset (with 10-metre granularity of coding) is that when street 

lamps appear in a sequence, all the segments from the start to the end of that sequence are coded as 

having street lighting. The distance between two consecutive street lamps can be more than 10 

segments and the model, with a spatio-temporal context of 3 consecutive segments, often cannot 

capture the visual cues relevant for this attribute when coding these segments that are halfway 

between two lamps. This can be fixed by incorporating a larger spatio-temporal context in the model, 

or by a change in the coding practice, to only code segments containing, or near, a street lamp as 

having street lighting. 

If the accuracy scores are looked at instead of macro-F1, it can be seen that there are attributes with 

accuracy of 99% or more that do not appear at the top of the table. These are cases of class imbalance 

in the attribute, where the model has learned to ignore the rare classes, at least to some extent. If the 

rare, ignored, classes represent occurrences that are less severe than the majority class, depending on 

the use-case, one might consider automating these attributes as well.  
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On some other attributes, the model seems far from routine operational usage, either because of too 

few training data, as is the case with Pedestrian crossing and Sealed road, or because of the sheer 

difficulty of the recognition problem, with attributes like Intersection quality, Roadside severity. 

9.2.2 Peer review evaluation 

The existing coding peer review process can be adapted and reused in order to get a more quantifiable 

evaluation of improvements of using an automated coding methodology. The procedure would be the 

following. A human coder and an automated coding system code the same section of the road. Other 

coders, and possibly a supervisor, which would usually just check the work of the first coder, also check 

the codes assigned automatically. They check the disagreements, the inconsistencies, the errors, and 

get the error rate of both the human coder that did the initial coding, and the automated coding 

system. 

9.3 Time requirements of manual coding 

As has been mentioned previously, attributes vary in complexity and not all of them are equally difficult 

to code. Because of this, the required coding time also varies significantly across attributes. Table 11 

shows the measured coding time in minutes per kilometre of road for each attribute. When plotted, 

the distribution resembles a power-law distribution. 

AVERAGE CODING TIME DEPENDING ON ATTRIBUTE TYPE 

# ATTRIBUTE  [min/km] 

1 Roadside severity Driver side object 15 

2 Roadside severity Passenger side object 15 

3 Intersection Type 9.4 

4 Intersection channelization 9.4 

5 Intersecting road volume 9.4 

6 Intersection quality 9.4 

7 Pedestrian crossing facilities – inspected road 9.4 

8 Pedestrian crossing facilities – intersecting road 9.4 

9 Pedestrian crossing quality 9.4 

10 Land Use Driver Side 5 

11 Land Use Passenger Side 5 

12 Property access points 4.8 

13 Sidewalk Driver side 3.7 

14 Sidewalk Passenger side 3.7 
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AVERAGE CODING TIME DEPENDING ON ATTRIBUTE TYPE 

15 Service road 3.7 

16 Motorcycle observed Flow 3.6 

17 Bicycle observed Flow 3.6 

18 Road Condition 3.5 

19 Upgrade cost 3.5 

20 Speed Limit 3.3 

21 Motorcycle Speed limit 3.3 

22 Truck Speed limit 3.3 

23 Differential Speed Limit 3.3 

24 Paved shoulder Driver side 3.3 

25 Paved shoulder Passenger side 3.3 

26 Vehicle Parking 3.2 

27 Median Type 3 

28 Lane width 2.9 

29 School zone warning 2.9 

30 Delineation 2.7 

31 Area Type 2.7 

32 Pedestrian flow observed along the road - driver side 2.5 

33 Pedestrian flow observed along the road - passenger side 2.5 

34 Pedestrian flow observed across the road 2.5 

35 Speed management / traffic calming 2.5 

36 Number of lanes 2.5 

37 Carriageway label 2.5 

38 Pedestrian Fencing 2.4 

39 Centreline rumble strips 2.4 

40 Shoulder rumble strips 2.4 

41 Sight distance 2.4 
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AVERAGE CODING TIME DEPENDING ON ATTRIBUTE TYPE 

42 Motorcycle Facilities 2.1 

43 Bicycle Facilities 2.1 

44 Grade 2 

45 Roadworks 2 

Table 11 Coding times in minutes per kilometre of road for different attributes 

 

The top 9 most time-consuming attributes are: 

● Roadside severity - driver side (distance and object coded jointly) 

● Roadside severity - passenger side (distance and object coded jointly) 

● Intersection type 

● Intersection channelization 

● Intersecting road volume 

● Intersection quality 

● Pedestrian crossing facilities - inspected road 

● Pedestrian crossing facilities - sideroad 

● Pedestrian crossing quality 

 

These 9 attributes account for 46% of all time spent on coding. The required time drops significantly 

for subsequent attributes in the table and a long tail of easier attributes are observed. 
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10  Conclusions 

Both deliverables - D7.3 and D7.4 - were combined and presented in this report, primarily because 

there is significant overlap between the two. Chapters 2, 3, 4, 5, 6, 7, 10 are relevant for the deliverable 

D7.3, while chapters 2, 3, 4, 6, 8, 9, 10 are relevant for D7.4. This document contains a self-contained 

description and evaluation of the automatic coding methodology for network-wide road assessment 

and its improvements over existing methods. It is accompanied by a review of iRAP attributes from a 

data-driven development perspective, which contains suggestions for potential future road-safety 

attribute redefinitions. To put the proposed methodology in context, the fundamental concepts in 

artificial intelligence, deep learning and computer vision are described and exemplified on the project. 

In Chapter 3, a conceptual analysis of the current iRAP attribute set was carried out. It yielded the 

following conclusions: 

• Some attributes that capture multiple different road infrastructure features might be 

decoupled and meaningfully divided into conceptually simpler attributes tackling one feature 

at a time. 

• In cases where an attribute has a set of fine-grained classes with low frequency of occurrence, 

it might be advantageous to try to group those fine-grained classes into coarser ones to get a 

more robust and reliable classifier. 

• To facilitate coding consistency, especially with less precisely defined attributes, it is good to 

have each attribute coded by just one coder (not including the random sample validation 

checks by other coders). 

• It might be more suitable to define certain kinds of attributes that have a natural ordering, or 

a notion of scale, amongst their classes, as classical or ordinal regression problems, rather than 

classification problems. 

It would be more appropriate for learning-based approaches if road safety attributes were defined to 

depend as little as possible on information not local to the segment being coded, instead of requiring 

the learning model to capture long-range dependencies. The theoretical underpinnings of the 

proposed automated coding approach are explained in Chapters 4 and 5. Theoretical concepts from 

machine learning, deep learning, and computer vision, as well as methods to handle the problems 

arising when applying learning algorithms to imbalanced datasets, are exemplified on the task of 

automated coding of iRAP attributes.  

Chapter 6 describes the proposed automated coding methodology. The high-level view of the data 

processing pipeline for processing RGB images that was initially developed is shown. That is followed 

by a detailed description of the architecture of the deep neural network that is trained to classify input 

images into iRAP attributes. Some of the concepts and modules described in Chapter 4 are shown in 

context of this specific neural network. LiDAR point-clouds are introduced with various options to 

rasterize and represent them as images. An extension to the data processing pipeline shown 

previously, but that can also process LiDAR point-clouds analogously to RGB images, is described. 

In Chapter 7, the two main datasets used to develop the methodology - the Croatian motorway and 

the Bosnia and Herzegovina public roads datasets - are described in detail. Datasets of the Italian and 

Spanish motorway are shown as viable option for further evaluations of the methodology. 
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Analyses of these datasets showed that class imbalance is an issue that generally affects many 

attributes. This causes problems when training deep learning models and when evaluating any 

automated coding approach. In the presence of severe class imbalance, naive performance metrics, 

such as accuracy, can hide poor performance on infrequent classes. Thus, it is advisable to use a strict 

metric that gives equal importance to all classes, like macro-F1. 

Regarding the usefulness of any particular dataset, the importance of data annotation (manual, 

ground-truth coding) has to be emphasized. Large amounts of unlabelled data can often be acquired 

quickly (vehicle-mounted camera recording, street view, satellite imagery, ...), but the process of 

labelling that data with ground-truth semantic information (correct classes, object bound boxes, pixel-

level segmentation labels, ...) is much more important, and usually also much more time-consuming. 

Thus, as mentioned previously, the manual coding of iRAP attributes on large parts of the road 

networks in Croatia and Bosnia and Herzegovina performed by trained experts at FPZ was crucial in 

the development of the methodology. This point should be taken into account in general when 

evaluating data acquisition proposals and the usefulness of different datasets. 

Chapter 8 presents the setup and the results of experiments done on the two main datasets.  

For the Bosnia and Herzegovina dataset of public roads, the presented methodology, which only 

processes RGB images, achieves very high macro-F1 scores on the attributes Delineation, Divided 

carriageway, the passenger and driver side variants of the Sidewalk attribute, and Area type. The 

coding of those attributes could probably be automated with this presented approach, without any 

additional modifications. According to experiment results, the most difficult attributes to solve are 

roadside severity attributes, attributes related to intersections, and attributes related to pedestrian 

crossing facilities. Successful automation of coding of these attributes might require a drastically 

different approach than the one presented in this work. 

The Croatian motorway dataset is very affected by the problem of class imbalance. There are 24 

attributes that have only one class appearing in the whole set. They were omitted from the 

experiments. An additional 8 attributes have only one class appearing in the test subset of the dataset 

(their MCB column field has the value 100). Even the macro-F1 measure breaks down in these extreme 

cases, because of the way that it is defined – if there is no other class in the test set, and all examples 

are correctly classified, macro-F1 is 100%. So, the high macro-F1 scores in these cases do not 

necessarily mean that the model learned to solve the attribute well. Aside from these pathological 

cases, the attributes Median type, Carriageway label, and Street lighting have relatively high macro-F1 

scores, while the roadside severity and intersection-related attributes have the lowest scores. 

The Croatian motorway dataset provided the opportunity to compare the image-based approach, the 

point-cloud-based approach, and the third approach that combines both input modalities. The 

previously described approach chosen for processing point-cloud data did not yield significant 

improvements, as compared to the image-based approach, even when the two approaches were used 

in conjunction.  Deep learning on point-clouds is a new area, not as researched and established as 

computer vision. This is also partly due to the unique challenges faced by the processing of point clouds 

with deep neural networks. In the future, as the field matures and LiDAR sensors become more easily 

available, this is likely to change for the better. 

Chapter 9 describes how an automated coding methodology can be used to either improve or replace 

manual coding, and how to measure how feasible that is. 
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The automated coding methodology can be used to improve the efficiency and quality of manual 

coding, without necessarily replacing it. The automated coding system can be used for internal 

validation of manual coding, smart sampling of subsets of data for validation, and to accelerate manual 

coding by using it to pre-code segments that have yet to be manually coded. In such a setting, the 

automated system will improve as more data is coded, so the quality of pre-coding will improve as 

well, accelerating the process further. 

In order to get a more quantifiable evaluation of improvements of using an automated coding 

methodology and the feasibility of automating particular attributes, comparative analyses should be 

done by adapting the existing coding peer review process in the following way. The same peers and 

supervisors that review a human expert's coding of their designated attribute on a subset of data 

would need to review the coding assigned by the automated system for the same subset of data. That 

way, error rates could be calculated and compared to show how close the automated system's 

performance is to that of the human expert.  

The coding process performed at FPZ was measured, and average time (in minutes per kilometre) to 

code each attribute was obtained. The time distribution was very non-uniform, resembling a power-

law distribution, with the 9 (out of 52) most time-consuming attributes taking up 46% of all coding 

time, followed by a long tail of the remaining attributes. As expected, the most time-consuming 

attributes are the ones that had been deemed conceptually, and shown experimentally, to be amongst 

the hardest ones to solve. Namely, they are the road severity attributes, various intersection-related 

attributes, and pedestrian crossing facility attributes. This information should be taken into account 

when choosing which attributes to prioritize when developing an automated coding system. 

Each subtask is revisited below and matched against the Grant Agreement (in italics) with commentary 

describing what has been undertaken. 

10.1 Task 7.6: Automatic coding of the network for network-wide road 
assessment 

Activity 7 will review the automating the encoding work, with particular respect to the 52 attributes 

collected as part of the iRAP protocols. It will provide a review of what is currently available and where 

benefits may be achieved in automating rating of head-on crashes (coding types of median protection), 

run-offs (hazards and protection) and intersection layout (potentially from mapping). The geographical 

scope of the review is focused on the use of such vehicles on roads of the Member States of the 

European Union. The review of automating the coding work should cover different approaches to 

possible automated coding. 

10.2 Subtask 7.6.1: Combining Inventory Data with iRAP database definition of 
attributes 

The LIDAR data will help detect automatically many road safety features of the iRAP protocol, and 

dramatically increase the precision of their collection (distance to objects, lane width, etc). Ultimately 

this will help increase the quality of the calculated star ratings, (led by FPZ supported by Anas - the 

latter with a view to applying the Croatian example in Italy). The geographical scope of the exercise is 

focused on Croatia. 
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All roads that have been worked with are divided into georeferenced segments. Each segment has its 

corresponding point-cloud and RGB frame, as well as iRAP attribute values provided by the coders. All 

data are aligned. In that sense, the inventory data has been combined with the iRAP database 

definition of attributes. 

Regarding the potential benefits of using LiDAR data, experiments were done on the Croatian 

motorway dataset, along with experiments on data from a different input modality (RGB images) for 

comparison. The results of these experiments are displayed and discussed in Chapters 8 and 10. 

10.3 Subtask 7.6.2: Validation 

The sub-task assesses the results using LIDAR technology compared to previous star ratings made 

without it, validates to which extent the difference between them helps increase the accuracy of the 

star ratings. Also it will be assessed, if it is possible to replicate in other TENT Core Road Networks, 

specifically in Italy. 

With regard to validation, throughout the research work into automated attribute coding, the team 

have not worked with star ratings, rather, they have evaluated and compared different approaches 

with classification performance metrics. This has been considered a good enough proxy. Furthermore, 

measuring performance on 52 individual attributes is more informative than a single star rating score. 

The automated attribute coding outputs of the model can be provided to any official body that would 

like to calculate and compare star ratings. 

The results obtained using LiDAR technology were compared with previous results obtained without 

it, using RGB images instead. The methodology itself is not in any way tied to a particular country, and 

could therefore be replicated without any significant modification to other countries, provided the 

data for that country is available. As shown in Chapter 7, such data is available for Italy and Spain. It 

should be noted that the data for Italy and Spain, to the best of the team’s knowledge, were not coded 

manually by human experts, which prevents training a deep learning model for the specific dataset, 

but it does not prevent running a model already trained on another dataset. 

10.4 Subtask 7.6.3: Analysis of the current datasets available 

The subtask is performed at University of Zagreb  and at Anas General Direction for road management 

is aimed at identifying the existing databases that can be used combined with LIDAR data for 

automatically coding road features and eventually calculating the Star Ratings. (Partner: led by FPZ 

and Anas). The geographical scope of the analysis is focused on Croatia. 

Regarding the third subtask, the methodology requires a very specific kind of dataset - one with images 

or LiDAR data of road segments coded with iRAP attributes. No such, or similar, public datasets were 

found.   

There are other image and/or point-cloud datasets from Italy and Spain, provided by SLAIN partners - 

Anas and TomTom, respectively. Small samples from their data were used to check whether it was 

suitable for automated coding. These data samples are not coded with ground-truth iRAP attributes. 
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10.5 Subtask 7.6.4: Develop algorithms 

The subtask will include the production of the algorithms that will identify and combine existing 

datasets (produced by LIDAR and others) in order to automate road coding. The geographical scope of 

the subtask is focused on Croatia. 

This is the bulk of the research work. The algorithms were developed gradually and improved 

iteratively during the project. Chapters 4 and 5 describe the theoretical underpinnings, while Chapter 

6 describes the whole automated coding system, and its subcomponents, the main being the deep 

neural network that does attribute classification. The technical aspects of the approach have also been 

described in the paper ‘Multi-Task Learning for iRAP Attribute Classification and Road Safety 

Assessment’. The paper was published and presented at the 23rd IEEE International Conference on 

Intelligent Transportation Systems (ITSC 2020). That approach was extended for processing LiDAR data 

as described in the chapter on methodology. 

10.6 Subtask 7.6.5: Develop a new proposal for automated road coding μ 

The subtask defines the methodology that allows for the automatic completion of road attributes, 

which will help reduce errors and timings in the coding process, (led by EuroRAP and FPZ). The 

geographical scope of the proposal is focused on the EU. 

Regarding the final subtask, various scenarios of using the developed automated coding methodology 

were considered. It was noted that automated coding does not necessarily need to replace, but can 

instead improve manual coding. The automated road coding methodology was tested experimentally, 

and results and discussions provided, together with specific scenarios to use the developed 

methodology to improve and replace manual coding. Additionally, in order to get a more quantifiable 

evaluation of improvements of using an automated coding methodology and the feasibility of 

automating particular attributes, comparative analyses should be done by adapting the existing coding 

peer review process for reviewing coding performed automatically. This kind of comparative analysis 

was not performed as part of this work because of time constraints. 
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